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We know that the surface micro-geometry influences the overall aspect 
of the material. In this talk, we look in detail at the surface micro-
geometry. 
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MICRO-FACET MODEL

• Assume surface micro-geometry ≫ wavelength
• Geometrical Optics
• Micro-facet normal distribution D gives BRDF
• [Torrance & Sparrow 1967][Cook & Torrance 1982][Walter et al. 2007][Heitz 2014]

Surface
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The micro-facet model is well known inside Computer Graphics. It is 
based on the assumption that surface micro-geometry is much larger 
than the wavelength of the incoming light. The surface reflectance is 
determined by the micro-facet normal distribution D. 



MICRO-FACET MODELS

• If micro-facets are specular: Dirac reflectance
• Integrate contributions from micro-facets:
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The micro-facet framework can handle any kind of 
micro-facet reflectance. However, if the micro-facets 
are perfect mirrors, their reflectance is a Dirac, and 
the integral collapses into a function evaluation. We 
are left with this simple formula, 
Where the colour comes from the Fresnel term F, 
itself connected the index of refraction of the 
material. 
The material response comes mostly from the micro-
facet normal distribution D, and there is a shadowing 
and masking term G to account for occlusion by the 
geometry at grazing angles. 
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DIFFRACTION MODELS

• Distance travelled by light depends on surface height
• Phase variation at the reflected wavefront
• Effect depends on wavelength
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In the optics community, they use a different model, based on 
diffraction. 
In this model, they look at the difference in distance travelled by the 
light as it bounces on the surface. This difference in distance, called 
Optical Path Difference or OPD, is connected to the variations in 
surface height h and to the incoming and outgoing angles. 
Because the light has travelled different distances, there is variation in 
phase at the reflected wavefront, and thus interference, resulting in the 
diffraction model. 
Inside the optics community, they use the model to measure the 
planarity of mirror surfaces, for example telescope mirrors. 



DIFFRACTION MODELS

• Specular peak + diffraction lobe
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- there are several diffraction models, but they all 
have the same behaviour: a pure specular peak, 
expressed by a Dirac, and a diffraction lobe. The 
color of the specular peak comes from the Fresnel 
term, as before. The diffraction lobe here, has color 
expressed by a term Q, different from the Fresnel 
term. The repartition between the two lobes is 
expressed by A, here, who depends on the ratio 
between surface roughness sigma_s and 
wavelength lambda. 
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DIFFRACTION MODELS: PREVIOUS WORK

• Beckmann-Kirchhoff: infinite sum 
• [Beckmann & Spizzichino 1987][Vernold & Harvey 1998]

• [He et al. 1991][Stam 1999] 
• Harvey-Shack: Power Spectral Distribution (PSD)

• [Harvey 1975][Krywonos 2006]
• [Löw et al. 2012]

• K-correlation model: [Hoenders et al. 1979][Church & Takacs 1986]

• Periodic surfaces: [Toisoul and Gosh 2017][Werner et al. 2017]
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- There are several theories of diffraction. From a theoretical point of 
view, they differ on how they express the Optical Path Difference. 
The (cos theta_i + cos theta_o) version is the most accurate 
definition of the OPD, corresponding to Generalized Harvey-Shack 
theory. From a practical point of view, they differ on how they 
compute the diffraction lobe: Beckmann-Kirchhoff theories express it 
as an infinite sum, Harvey-Shack theories express it using the Power 
Spectral Distribution of the surface autocovariance function, the 
square of its Fourier transform.

- Note that in this work, we consider surfaces with random orientations 
of surface details, instead of surfaces with periodic surface details, 
where diffraction effects work in more constructive way. That is what 
makes the difference between our work and the paper you just saw, 
or a paper to be presented at Siggraph Asia later. 



MEASURED REFLECTANCES

• e.g. MERL database
• [Matusik et al. 2003]
• 100 materials measured 
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Along with the work on surface reflectance, there has 
been work on measuring surface reflectance. The 
most famous is the MERL database, with 100 
materials measured. We use this database as a 
reference of measured materials. 



COMPARISON MODEL / MEASURES

• Focus here on parameterisation / lobe shape
• Micro-facet model: 

• Explains peak shape [Ngan et al. 2005]

• Diffraction model: 
• Explains low energy behaviour [Löw et al. 2012]

• “Better fits using two lobes” [Everyone]
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Researchers have been looking at the connection between measured 
reflectance and parametric models for a long time. Here, we don’t 
focus on the functions, but on the parameters, because the micro-facet 
model and the diffraction model have different parameters. 
Ngan and colleagues showed that the shape of the specular peak is 
well explained by the micro-facet model. Löw and colleagues showed 
that the parameterisation diffraction model provides a good explanation 
of the BRDF behaviour at low energy.

If you have been studying BRDFs for a while, you’ll have noticed that 
almost every paper ends with the sentence: 
“we get better fits using two lobes”. 



MEASURED REFLECTANCE

0.00001
0.0001

0.001
0.1

1
10

100
1000

0 π/8 π/4 3π/8 π/2
θh

Tungsten-carbide (red)

11

And there is a reason why they say that. Here, we look at the measured reflectance of a 
smooth metal, tungsten-carbide. We visualise the BRDF as a function of the half-vector 
angle, theta_h. 
Looking at the curve, you see two very different behaviours. A sharp decline, the peak, and 
a soft decline after a certain level, the tail. These are two very different behaviours, and 
they explain why we have so many issues fitting parametric models to measured data. 
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smooth metal, tungsten-carbide. We visualise the BRDF as a function of the half-vector 
angle, theta_h. 
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WAVELENGTH DEPENDENCE: NICKEL

1e-3

1e-4

12

There is another issue with measured data. Here, we look at the 
measured reflectance for nickel for the three color channels. In the 
Cook-Torrance model, lobe width does not depend on the wavelength. 
So, when we normalise the curves so they have the same value at 
origin, we should get the same curve. It’s pretty clear here that we 
don’t. 
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OVERVIEW

• Background
• Our contribution: 

• Two-scale representation
• Combining the effects

• Comparisons with measured reflectance
• Conclusion and future directions

13



OUR MAIN IDEA

• Surface details can happen at all scales
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Our key idea is: Surface details can happen at all scales. 

For convenience, we separate them into two scales, surface details much larger than the 
wavelength, the usual micro-facets, and surface details of size roughly the wavelength. 
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NEW REFLECTANCE MODEL

• Separate details in two groups: 
• large (≫λ) and small (≈λ)

• Return to micro-facet model definition:
• Small facets: diffraction
• Large facets: Cook-Torrance model
• Combined effects: convolution

15



SINGLE MICRO-FACET CONTRIBUTION
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16

Pure specular / mirror-like / Dirac
HS for Harvey-Shack model. 



ALL MICRO-FACETS TOGETHER

• Dirac part of micro-facet reflectance: Cook-Torrance term

• Diffraction part: Combined Cook-Torrance-Diffraction (CTD)
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COOK-TORRANCE-DIFFRACTION

• Large scale parameters: i, o, n, h, θd

• Small scale parameters: f, m, θh

• Small scale dependencies: A, Q

• Separation large scale / small scale?
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That’s the basis. Now we need to make it workable
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SMALL SCALE / LARGE SCALE (1)

• A depends on (cos θi + cos θo)
• Cosines relative to m, micro-facet normal
• (cos θi + cos θo) = (i·m + o·m) = 2 cos θd (h·m) 

• Separation large scale / small scale:

1 � A ⇡ (1 � Aspec(✓d))(h ·m)2
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Quality of this approximation depends on the ratio 
surface roughness / light wavelength
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SMALL SCALE / LARGE SCALE (2)

• Diffraction parameter f :
• f = (2/λ) sin θh cos θd

• f = (2/λ) cos θd (1 - (h·m)2)1/2

• Product large/small scale

• Putting it into the integral:

⇢CT D(i,o) ⇡ (1 � Aspec(✓d))G(i,o)
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We do the same operation of f, the main parameter of the diffraction lobe, and express it as 
a product of large scale terms and small scale terms. 
With a bit of rewriting, we end up with a product of a function of h dot m, a function of m 
and a few other functions. 
Note that S here is not the S_HS of before, we put all the parts of integrand that depend on 
h dot m in here, so there is the h dot m square term coming from A too.



SMALL SCALE / LARGE SCALE (2)

• Diffraction parameter f :
• f = (2/λ) sin θh cos θd

• f = (2/λ) cos θd (1 - (h·m)2)1/2

• Product large/small scale

• Putting it into the integral:

⇢CT D(i,o) ⇡ (1 � Aspec(✓d))G(i,o)
Z

⌦

�����
i ·m
i · n

�����

�����
o ·m
o · n

�����Q(i,o)S (h ·m)D(m) d!m

n

i

λf

refl(i)
o

20

We do the same operation of f, the main parameter of the diffraction lobe, and express it as 
a product of large scale terms and small scale terms. 
With a bit of rewriting, we end up with a product of a function of h dot m, a function of m 
and a few other functions. 
Note that S here is not the S_HS of before, we put all the parts of integrand that depend on 
h dot m in here, so there is the h dot m square term coming from A too.



SMALL SCALE / LARGE SCALE (2)
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Now this integral is still too complex, and this is where we introduce 
more approximations. We observe that D, the normal distribution 
function, varies quickly and is almost null for a large part of the domain. 
S also has fast variations. In comparison, the rest of the integrand 
varies slowly, especially over area where D is not null. So we 
approximate it with a constant and pull it out of the integral. 
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S also has fast variations. In comparison, the rest of the integrand 
varies slowly, especially over area where D is not null. So we 
approximate it with a constant and pull it out of the integral. 



SMALL SCALE / LARGE SCALE (2)

⇢CT D(i,o) ⇡ (1 � Aspec(✓d))G(i,o)
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Slow variations: ≈ constant
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COOK-TORRANCE-DIFFRACTION

• Spherical convolution
• Compute using Spherical Harmonics

• Both functions have symmetry of revolution
• Zonal Harmonics only

⇢CT D(i,o) ⇡ (1 � Aspec(✓d))G(i,o)Q(i,o)
Z

⌦

S (h ·m)D(m) d!m
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Once we have done that, we are left with the integral of a product of 
two functions. And this is the exact definition of the spherical 
convolution, which we can compute using spherical harmonics. 
Actually, both functions have symmetry of revolution, so the 
convolution only involves zonal harmonics.
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two functions. And this is the exact definition of the spherical 
convolution, which we can compute using spherical harmonics. 
Actually, both functions have symmetry of revolution, so the 
convolution only involves zonal harmonics.



SUMMARY

• Scaled Cook-Torrance lobe + Convolved Diffraction lobe
• Relative importance depends on θd

• Shadowing-Masking G applied to diffraction lobe
• Convolution: 

• Enlarges diffraction lobe
• Depends on wavelength and cos θd

⇢(i,o) = Aspec(✓d)⇢CT (i,o) + (1 � Aspec(✓d)) Q G (S ⇤ D)(✓h)

23

And with that, we have our global reflectance model, as a sum of a 
Cook-Torrance lobe (rho CT) and of a combined Cook-Torrance 
Diffraction lobe. 
Their relative importance depends on A, so it depends small scale 
surface roughness and on theta_d. 
Notice that after our derivation, we get the shadowing masking of the 
large scale micro-facets G applied naturally to the diffraction lobe. 
The overall effect of the convolution is to slightly enlarge the diffraction 
lobe. 



PRACTICAL IMPLEMENTATION

• SHS, D are parametric functions:
• Compute (S * D) for all values of the parameters
• Approximate: (S * D) ≈ ŜHS     (different parameters)
• Table: input parameters ➔ parameters of ŜHS

• Other precomputations: 
• G (shadowing-masking)
• Renormalisation of SHS (for energy conservation)

24

Now, computing a spherical convolution for each BRDF query would be impractical.
S_HS and D are both parametric functions. So we can precompute their convolution for all 
values of the parameter, and store in a compact way. 
We found out that the result of the convolution can be approximated with a scaled Harvey-
Shack diffraction function S-hat-HS, only with different parameters. So we simply compute 
the relationship between the input parameters and the parameters of S_HS. 
We also precompute the shadowing-masking function G, and the renormalisation term for 
S_HS. 



OVERVIEW

• Background
• Cook-Torrance models
• Diffraction models

• Our model: 
• Two-scale representation
• Combining the effects

• Comparisons with measured reflectance
• Conclusion and future directions
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Now, to make sure our model made sense, we compared the result with measured 
reflectances from the MERL database. 
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Figure 55.1: Pictures for nickel (top) and di↵erences with reference (bottom) using the sMAPE metric.
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Online Submission ID: 0190

= +

Our Model = Di↵raction + Cook-Torrance

Figure 55.2: Pictures for nickel showing the contribution of each lobe of our model

BRDF Metric Image Metric
MAPE RMSE Mean sMAPE (r,g,b) sMAPE

Our Model 7.3271e-02 1.7778e-01 0.05404 0.04785 0.05890 0.05539
Smooth 2.1646e-01 2.6100e-01 0.07782 0.06330 0.07718 0.09297

SGD 3.6313e-01 6.0831e-01 0.20926 0.16292 0.22864 0.23623
He 5.9791e-01 4.3655e-01 0.28186 0.24328 0.28421 0.31810

Generalized Beckmann 3.4073e-01 4.6589e-01 0.61156 0.62369 0.61041 0.60058

Figure 55.3: Fitting Statistics and Di↵erence Image Metrics.

Figure 55.4: Left: Root Mean Square Error of the BRDF · cos(✓i) for nickel as a function of ✓i. Right: close-up view.
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We fitted parameters to the measured data to get the best possible approximation. Here, 
you have a comparison between measured nickel, right, and nickel approximated with our 
model, center. The difference is quite small. You can also see the respective contributions 
of the micro-facet lobe and the diffraction lobe. The micro-facet lobe is responsible for most 
of the high-frequency effects, and the diffraction lobe brings a nice smoothing of the effects 
but no big intensity. 



MEASURED GRAY-PLASTIC
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Our Model = Di↵raction + Cook-Torrance + Di↵use/Subsurface

Figure 40.2: Pictures for gray-plastic showing the contribution of each lobe of our model

BRDF Metric Image Metric
MAPE RMSE Mean sMAPE (r,g,b) sMAPE

Our Model 3.1362e-02 1.3033e-02 0.01228 0.00867 0.01079 0.01738
Smooth 6.9900e-02 8.3372e-02 0.02881 0.02932 0.02764 0.02948

SGD 1.1871e-01 2.6523e-01 0.06702 0.06352 0.06555 0.07199
He 1.3101e-01 3.2795e-01 0.05043 0.05183 0.03474 0.06471

Generalized Beckmann 6.4521e-02 4.5699e-02 0.08300 0.09019 0.08010 0.07872

Figure 40.3: Fitting Statistics and Di↵erence Image Metrics.

Figure 40.4: Left: Root Mean Square Error of the BRDF · cos(✓i) for gray-plastic as a function of ✓i. Right: close-up view.

108

=+

Micro-FacetDiffraction + = Full model

+

Online Submission ID: 0190

= + +

Our Model = Di↵raction + Cook-Torrance + Di↵use/Subsurface

Figure 40.2: Pictures for gray-plastic showing the contribution of each lobe of our model

BRDF Metric Image Metric
MAPE RMSE Mean sMAPE (r,g,b) sMAPE

Our Model 3.1362e-02 1.3033e-02 0.01228 0.00867 0.01079 0.01738
Smooth 6.9900e-02 8.3372e-02 0.02881 0.02932 0.02764 0.02948

SGD 1.1871e-01 2.6523e-01 0.06702 0.06352 0.06555 0.07199
He 1.3101e-01 3.2795e-01 0.05043 0.05183 0.03474 0.06471

Generalized Beckmann 6.4521e-02 4.5699e-02 0.08300 0.09019 0.08010 0.07872
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Figure 40.4: Left: Root Mean Square Error of the BRDF · cos(✓i) for gray-plastic as a function of ✓i. Right: close-up view.
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Figure 40.1: Pictures for gray-plastic (top) and di↵erences with reference (bottom) using the sMAPE metric.
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Figure 40.1: Pictures for gray-plastic (top) and di↵erences with reference (bottom) using the sMAPE metric.
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We also did comparisons with plastic materials, which we model using 
a transparent layer over a diffuse layer. 
Again here, you see the Cook-Torrance lobe responsible for the high 
frequency effects, the diffraction lobe responsible for some smoothing, 
as well as a subtle color shift.  



MEASURED YELLOW-MATTE-PLASTIC
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See Supplemental for full comparison
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This is a different plastic. You can see that the transparent layer is almost the same, 
although the diffuse layer is very different. 
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Us

Smooth (diffraction only) SGD (micro-facet only)

Now, comparing BRDFs using pictures is important, but it only tells you part of the story. 
Here we look at the lobe shape, first in the incident plane, and we compare with two 
different previous work, which represent the state of the art either in diffraction only models 
or micro-facet only. Notice how our model provides a very good approximation of the lobe 
shape at all angles. 



LOBE SHAPES (OUTSIDE INCIDENT)

30

Our model (Diffraction only)
Smooth

(Micro-facet only)
SGD

blue-metallic-paint2

We also look at lobe shapes outside the incident 
plane, shown here as iso lines. 
You can see that our fits provide a very good 
approximation of the measured behaviour. 



MICRO-FACET + DIFFUSE LOBE?

31

Reference

Micro-facet
+

diffuse lobe 

Micro-facet
+

diffraction 
(Our model)

Difference Difference

You might be wondering: since diffraction is only low 
energy, why not approximate it with a diffuse lobe? 
Well, we tried that, and you have the result here, at 
the right. This is with the same normal distribution 
function, and the same fitting method. 
Interestingly, having a diffraction lobe actually helps 
with fitting the specular part of the BRDF.



PARAMETERS

n

m

σs

mMicro-facets

Smaller facets PSD
Normal distribution D:
  - roughness: β
  - kurtosis: p

Material itself:
  - index of refraction: n or n + ik
  - diffuse layer/albedo: ρd standard deviation

  - horizontal scale: b
  - shape: c

32

Our model has a total of 11 parameters, all connected to physical quantities: the index of 
refraction of the material, 2 parameters for the normal distribution D, 2 parameters for the 
power spectral distribution of micro-facets, and one for the standard deviation of smaller 
facets height compared to the underlying micro-facets. 



LIMITATIONS

• Single interface, single bounce

• Works better for smooth surfaces
• Also hypotheses for convolution 

• Worst case scenario: 
• Diffuse materials, fabrics, glossy metallic paints

• Computation time: + 10 %

33

Our model has a few limitations. The most obvious is 
that we are limited to a single interface, and a single 
bounce on this interface. This means it works better 
for smooth surfaces. The worst case scenario is 
diffuse materials, such as fabrics, also glossy paints. 
In terms of computation costs, we found an increase 
of 10% in computation time, compared to using the 
same NDF without diffraction. 



• Background
• Cook-Torrance models
• Diffraction models

• Our model: 
• Two-scale representation
• Combining the effects

• Comparisons with measured reflectance
• Conclusion and future directions

OVERVIEW
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CONCLUSION

• Two-scale micro-facet model for surface reflectance
• Combination Cook-Torrance and Combined CTD lobe

• Near specular peak: Cook-Torrance
• Low values: Combined CT-Diffraction

• Fits measured reflectance
• Code: Mitsuba plugin (see project page)

35



FUTURE DIRECTIONS

• Low hanging fruits:
• Simplified model
• Anisotropic model (large scale only)
• Multiple bounces
• Multiple layers

• More difficult:
• Anisotropic model (both scales)
• More measured data (height fields, spectral reflectance) 
• More accurate convolution
• Unified representation, large wavelength range

36

Part of what I like with this work is that it opens many avenues for future work. Some of 
them appear easy, such as dealing with multiple layers and multiple bounces. Making a 
simplified model, possibly faster to evaluate or easier for artists to tinker with is also 
interesting. 

Other future works appear more daunting, including looking at the approximations we made 
in the convolution, checking whether they have an impact. There are two ways to look at 
this problem, either by assembling more measured data or by looking at the equations. 
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Figure 40.2: Pictures for gray-plastic showing the contribution of each lobe of our model
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Figure 40.3: Fitting Statistics and Di↵erence Image Metrics.

Figure 40.4: Left: Root Mean Square Error of the BRDF · cos(✓i) for gray-plastic as a function of ✓i. Right: close-up view.
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NUMBER OF SPECTRUM SAMPLES

Alum-bronze, RGB Alum-bronze, 30 samples38

[Supplementary slide] In Mitsuba, you can either use a RGB 
implementation, or have more wavelength samples. Since our model 
depends on the wavelength, we tried that (and it’s in the code, you just 
have to change SPECTRUM_SAMPLES in config.py). As you can see, 
the differences are subtle, even on a material with a strong diffraction 
component. 



NUMBER OF SPECTRUM SAMPLES 

Aluminium, RGB Aluminium, 30 samples 39

[Supplementary slide] On a material with less diffraction, the 
differences are almost invisible. Unlike the previous paper (Belcour and 
Barla), we consider diffraction by random surfaces. The effects are 
averaged over the wavelength, and have a smooth dependency on 
lambda. Averaging them with RGB representation does to change the 
aspect too much.



PRECOMPUTED TABLES

• Shadowing-masking G: 390 kB
• 2 parameters, β tanθ and p

• Renormalization: 8.9 MB 
• 3 parameters: θi, b and c
• Reduce parameter range?  

• Convolution: 2.5 MB
• 4 parameters: β, p, c, u
• u = (b/λ)cosθd 

40

[Supplementary slide] Our model uses precomputed data for some 
expressions where we do not have a closed form expression. We are 
looking into ways to reduce this memory cost. The worst offender is the 
renormalisation table. We computed this one at an early stage of our 
research, and used a very large range for the parameters. We could 
probably reduce the size now we know a reasonable range for the 
parameters.



SHAPE-INVARIANCE

• D needs shape-invariance property [Heitz 2014]:

D(✓) =
�

[0, ⇡
2

]

(✓)

cos

4 ✓
P

22

⇣
tan

2 ✓
⌘
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EXPONENTIAL POWER DISTRIBUTION

• Extension of Gaussian distribution:

42

P22 (
x

) =
p

⇡�2�(1/p)
e�
✓

x

�2

◆
p

[Supplementary slide] Our approach so far is generic and can work 
with *any* normal distribution D and *any* diffraction lobe (Gaussian, 
GGX, anything). In our fits we used the Exponential Power Distribution, 
an extension of the Gaussian. 

The big scary thing in blue is the normalisation factor, the important 
part is inside the yellow square. 
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[Supplementary slide] Our approach so far is generic and can work 
with *any* normal distribution D and *any* diffraction lobe (Gaussian, 
GGX, anything). In our fits we used the Exponential Power Distribution, 
an extension of the Gaussian. 

The big scary thing in blue is the normalisation factor, the important 
part is inside the yellow square. 



K-CORRELATION MODEL

43

S HS ( f ) =
c � 1
2⇡

�2
sb2

�
1 + b2 f 2� c+1

2

[Supplementary slide] For the diffraction lobe, we used the ABC or K-
correlation model. Using the surface roughness simplifies the 
expression a bit. 



K-CORRELATION MODEL
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Surface roughness

Horizontal scale
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[Supplementary slide] For the diffraction lobe, we used the ABC or K-
correlation model. Using the surface roughness simplifies the 
expression a bit. 



RENORMALISATION

• Effective surface roughness 
• Divide SHS by σ2rel so integral = 1
• Use σrel in place of σs for A [Harvey et al. 2012]

• Important for energy conservation
44

�2
rel(✓i) =

Z

kok1
S HS (f ) d fx d fy

[Supplementary slide] 
The scattering function S_HS used in Equation 7 is defined over the 
entire 2D plane for its parameter, f . But f is limited in its variation, as 
the projections of incoming and outgoing directions must fall over the 
unit disc in the plane. For energy conservation, S_HS must be 
renormalized by dividing by the integral over the set of possible values 
for f.



NUMBER OF PARAMETERS

MODEL NUMBER OF 
PARAMETERS DIFFRACTION THEORY

Our Model 11 Hybrid Harvey-Shack

EPD + diffuse 11 None

Shifted Gamma 
Distribution

18 None

He et al. [1991] 11 Beckman - Kirchoff

Löw et al. [2012] 9 Inspired from Rayleigh-Rice
45

[Supplementary slide] Number of parameters for the different 
algorithms. 
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(1�A�s(i, o)) ⇡ (1�A�s(✓d))(h ·m)2
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a = 2πσs/λ
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MERL APPARATUS EFFECT

• Intensity decreases at grazing angles
• Modelled, compensated
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HEMATITE: INDEX OF REFRACTION

• Conductor below 650 nm
• Dielectric above
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[Supplementary slide] 
We assumed a clean separation: materials are either conductors, or 
dielectrics (with subsurface scattering or a diffuse layer). Since 
submission, we found out that some materials are both dielectrics and 
conductors. 

Here the complex index of refraction of hematite (eta = n + i alpha). It 
is a conductor below 650 nm, and a dielectric for the rest of the visible 
range). 


