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Abstract—With the democratization of the Cloud paradigm,
many applications are developed to be executed inside virtual ma-
chines hosted by remote data centers providing an Infrastructure-
as-a-Service (IaaS). These applications, developed by different
users with different goals, tend to have different behaviors,
hence a similar treatment on the Cloud provider side seems
to be sub-optimal. Indeed, VM are black boxes to which are
attached vCPUs, whose frequency are all the same, and are
mainly indicative. In our opinion, an important limitation can
be noted here. Because the Cloud provider is unaware of the
applications that are executed inside the VMs, it has little insight
on the behavior of the applications, and how to manage the VMs.
For these reasons, Cloud provider can assign too much or too
few resources to a VM, and might rely on migration mechanism
to cope with that problem.

In this paper, we propose to attach a virtual frequency to
the VM template, which can be configured by the customer
to better describe her expected application requirements, and
the associated quality of service. Then, to enforce this virtual
frequency, we designed a controller that leverages the Linux
cgroup system to dynamically adjust the configuration on the host
machine. We evaluate our new controller on a real infrastructure
with real CPU-intensive applications executed by VM with
different frequencies. We also discuss the benefits of our virtual
frequency capping for VM placement.

Index Terms—Virtual Frequency, Cloud computing, Virtual
Machines, Linux cgroup.

I. INTRODUCTION

In the past decade, Cloud computing has become one the
mainstream infrastructure used to deploy applications online.
In 2021, 41% of EU companies adopted Cloud technologies,
with 73% of them using advanced Cloud offers for databases
or computing platforms [1]. With an increase of 5% over one
year (2020–2021), one can expect that percentage to increase
rapidly in the next years. Applications hosted in a Cloud
infrastructure may have completely different purposes and be-
haviors [2], [3], from Big Data, heavy computing applications,
to personal websites. Because of this heterogeneity, computing
requirements can diverge from one application to another,
leading to a wide diversity of Cloud platforms (FaaS, IaaS,
PaaS, etc.). In this paper, we mostly focus on applications that
are executed as Virtual Machines (VM) in an Infrastructure-
as-a-Service (IaaS) solution.

In the literature, VMs are units of computations leveraging
vCPUs, where the effective mapping of a virtual CPU on
a physical CPU is given by a consolidation factor (also

known as overcommitment ratio). This consolidation factor is
statically fixed by the Cloud provider based on Service-Level
Objectives (SLO) they want to guarantee, eventually relying
on performance mitigation techniques, like VM migration,
whenever SLO fails to be satisfied [4], [5]. On the customer
side, depending on the application hosted by VM, computing
power may be of varying degrees of importance. For example,
personal website and big data applications have completely
different requirements. In current public IaaS offers (e.g.,
Amazon EC2, Microsoft AZURE, etc.), the customer has to
pick a VM template and configure a number of vCPUs and a
quantity of memory to allocate a priori, while the frequency
of the aforementioned vCPUs is mostly indicative. In practice,
the frequency of a vCPU is allocated on a best effort basis,
mostly depending on the current frequency of the physical
machine hosting the associated VM, which may vary from
one machine to another. However, this frequency variability
resulting from the hardware configuration and the associated
scheduler (e.g., CFS for the default configuration of KVM)
cannot guarantee any fairness in the allocation of vCPU cycles.
This lack of guarantees leads Cloud provider to limit the
VM consolidation factor, hence contributing to a waste of
provisioned, yet unused, resources (DRAM and CPU in most
of the cases). Given that data centers are often criticized for
their environmental impact, we believe that novel contributions
are required to optimize both performance guarantees and
resources utilization.

In this paper, we therefore introduce a novel approach for
vCPU management, by including the virtual frequency as a
new configuration settings in the VM template. This virtual
frequency is defined by the customer, based on her application
requirements and the quality of service she requires. The in-
troduction of virtual frequency brings new challenges, namely:
i) how to guarantee the frequency requested by the customers,
when the frequency is different from one VM to another and
ii) How to leverage this new dimension to improve the VM
consolidation and reduce the number of physical machines
required to host a given VM workload?

The remainder of this paper is organized as follows. First
Section II presents the related work on VM consolidation
and frequency management, and highlights the limitations
of the existing solutions. Second, Section III presents the
contribution, a controller for the virtual frequency of vCPUs.



Third, Section IV evaluates the proposed controller. Finally,
Section V concludes this work and opens some perspectives.

II. STATE OF THE ART

Beyond the wide diversity of application workloads hosted
by IaaS—from Big Data imposing heavy I/O, to HPC with
intensive CPU and memory requirements—Cloud provider
are operating VM as black boxes with limited observations
delivered by their monitoring capabilities. In this context,
this lack of visibility leads to delivering the same access to
resources to every kind of applications. However, supporting
resource-intensive applications (CPU, I/O, Memory, etc.) is
required to limit resources under-utilizations and associated
wastes [6]–[8]. To address this challenge, many works have
been conducted on VM consolidation. VM consolidation aims
to deliver a fair access to resources, e.g., by emulating two
vCPUs atop a CPU core, and assuming these vCPUs can
share CPU cycles. When this assumption fails to be met, a
consolidation algorithm can be triggered to better place VM
on set of Physical Machines (PM).

In [9], [10], a consolidation algorithm is used to place a
set of VMs with different workloads on a set of PMs. In
this paper, a model is proposed to predict the VM workloads
during the placement phase, aiming to reduce the number
of allocated nodes, and therefore the energy consumption of
the infrastructure. In [9], the prediction phase is also used
to control the frequency of the host machine and reduce the
energy consumption by using DVFS techniques: when the
observed workload is not heavy enough to use all the resources
of the host nodes. While a plethora of consolidation algorithms
exists in the state of the art [11], legacy techniques mostly rely
on VM migrations, PM transition to low power mode, and
DVFS. This means that, to the best of our knowledge, none
of them is applying performance capping on VMs. Practically,
all VMs are free to use all the provisioned resources, typically
the max frequency of a vCPU is the one of the physical CPU.
One can argue that sharing two vCPUs on a single CPU core
is a form a performance capping, but two VMs share the
resources, with the CPU time being fairly divided between
the two vCPUs by the scheduler. This approach can be sub-
optimal if a VM owner places less importance on performance
than the other.

As previously mentioned, VM are black boxes grouping
a fixed number of vCPUs that are emulated on a physical
machine. These vCPUs may be running at variable speeds,
depending on the allocated CPU time and the frequency
of the physical CPU. CPU cores can dynamically adjust
their frequency and the energy required to run applications,
depending on the current workload. This technique, known
as DVFS, can be controlled by the operating system to cap
the power consumption of the physical machine. However,
such a capping is not available for VMs, and controlling the
maximum frequency of a VM is not always ideal. For example,
when a VM is running alone on a host—or neighboring
VMs have little or no workload—capping its performance
would only result in resource wastes at the scale of the

node. Furthermore, as CPUs are more energy efficient at
high frequency, wasting compute power may actually lead to
consume more energy to complete the same workload [12].

Recently, public Cloud infrastructures have introduced a
new type of VM template called Burst VM [13], [14]. Unlike
classical VM, Burst VM adopt vCPU with a capped frequency,
which cannot be exceeded. The user gain credits, when the VM
is running idle, and accumulated credits can be used to remove
the frequency capping for a brief period of time. The VM can
be set in unlimited mode, meaning that when the VM has no
credit, going over the base frequency is possible, but increases
the hourly price of the VM instance. However, this system of
binary toggle has some limitations. Firstly, the low frequency
is not really chosen by the customer, but is a part of the VM
template, where the limitation is about 10% of the vCPU max
utilization, which is abstract and relatively low—hence being
more suitable for applications with low utilization and periodic
peaks of activity (e.g., low traffic websites). Secondly, when
the VM frequency is uncapped, there is no limitation of the
vCPU utilization of the CPU time, hence raising the problem
of classical VM consolidation. Thirdly, when a Burst VM has
no credit but a heavy workload, and is running on a node that
has a low workload, its frequency is kept capped and thus
resources are wasted even if a burst could have been engaged
without degrading the performance of neighboring VMs.

In [15]–[17], a new kind of VM is presented: the spot
instances [18]–[20]. Spot instances are VMs that have an
unpredictable lifespan, as they can be killed by the Cloud
provider when their provisioned resources are requested to host
classical VMs. In [15]–[17], the authors propose to shrink the
size of the VMs when some of their resources are claimed by
the Cloud provider, and restore them when those resources are
recovered. This kind of VMs are more suited for applications
with two properties: being bound to a limited period of time
and being replayable without loss of information (e.g., batch
applications).

In [21], authors propose a model for predicting the CPU
utilization of a given VM. This prediction is then used to
control the CPU share of the aforementioned VM to reduce
the energy consumption of the host. The authors claim that
their prediction algorithm reduces SLA violations and energy
consumption. However, their proposed approach does not
deliver differentiated frequencies to the hosted VMs, assuming
they share the same priority. Moreover, the evaluation was
not tested on a real infrastructure, which may raise some
challenges in terms of monitoring latency over controlling.
In [22] a pretty similar approach is presented, where a pre-
dictive algorithm is used to estimate the amount of CPU time
that is required by any hosted VM, and apply a scaling of
the frequency of the host node in order to reduce the energy
consumption. In both these previous works, one can observe a
key limitation: in case of high demand of CPU consumption,
VM will compete for resources at the frequency imposed by
the hardware and, if it is not possible because the consolidation
is too high, migrations would be performed.

To better address the challenge of optimization and fair



access to resource utilization in IaaS, in this paper we propose
to control the frequency of vCPUs by taking into account
the current state of the host operating system, in order to
avoid resource wasting. The idea of the proposed controller
is to control the CPU time allocation of hosted VM, and
guarantee the minimal frequency requested by the customer,
while performing boost of frequency when there are some re-
maining resources to spend. The minimal frequency to enforce
captures the minimal Quality of Service (QoS) expected by the
customer. To the best of our knowledge, there is no work in
the state of the art that proposed such an approach.

III. VIRTUAL FREQUENCY CONTROLLER

In this section, we start by introducing some useful defi-
nitions before presenting our control algorithm of the vCPU
frequency and, finally, we briefly present how frequency can
improve VM consolidation to reduce the number of required
migrations.

A. Problem Statement

Before explaining how to control the frequency of vCPUs,
we need to define some elements. Every symbols that are
defined in this section are summarized in Table I. Firstly,
each VM template v ∈ V has some capacities, specifying the
amount of provisioned resources, denoted kv . These capaci-
ties are similar to state-of-the-art VM templates (number of
vCPUs, quantity of RAM, etc.). The frequency of a vCPU,
expressed in MHz, is denoted Fv .

Let n ∈ N be a IaaS node (physical machine) that can
host VM instances. Each node has capacities denoted kn, and
a frequency FMAX

n , which is the maximal frequency that the
CPU cores of the node can achieve, when all the CPU cores
are fully loaded. In the infrastructure, multiple nodes with
heterogeneous hardware can be found, meaning that the FMAX

n

can differ from one node to another.
To properly control the frequency of the VMs, and to

guarantee the QoS of hosted VM instances, we leverage the
cgroup control system. cgroup is a core feature of Linux
operating system that can be used to set the amount of CPU
time to allocate to a given set of threads. CPU time slice is
different from frequency, as it is defined as the number of
micro-seconds allocated to a given thread for a given period
of time, offering a generic approach for CPU time allocation.
In this paper, we call a time slice (a micro-second) as a cycle,
and we denote CMAX

m as the maximum number of cycles that a
node can allocate to threads. Its value is defined by Equation 1,
where p is the duration of the allocation period, in micro-
seconds, and kCPU

m refers to the number of CPU cores available
on the node m.

CMAX
m = p× kCPU

m (1)

To illustrate the concept of cycle, let a, b, c be 3 threads, p
be equal to 1 second, and kCPU

m be equal to 1 core, with 103

cycles to be distributed among the 3 threads. If we assume
that thread a has an higher priority than b and c, and has
twice the CPU time than b and c allocated to it. To enforce

such a priority using cgroup is pretty straightforward: we
allocate 0.5 mega-cycles to a, and 0.25 to b, and another
0.25 to process c. Figure 1 illustrate this example. Note that
the default Linux scheduler, Completely Fair Scheduler (CFS),
divides the allocated times into shorter time slices, to simulate
parallel execution. One can note, that frequency is completely
abstracted thanks to this system, and that time allocation is
relatively similar from one node to another (only depending
on the amount of CPU cores).

load

t4ms 8ms 12ms 16ms

a b c

Fig. 1: Example of cgroup capabilities on 3 processes and 1
CPU core

Let i ∈ I be an instance of a VM template v ∈ V , and
V (i) ∈ V be the template used for the instance i, and N(i) ∈
N be the node hosting the instance i. Let ci,j,t be the number
of cycles allocated to the vCPU j of the VM instance i at
instant t for t ∈ N. And let ui,j,t be the number of cycles
consumed by the vCPU j of the VM instance i at instant t,
such that ui,j,t ≤ ci,j,t.

Name Definition
V Set of virtual machine (VM) templates
N Set of physical machines (PM)
I Set of hosted VM instances
V (i) The VM template of the instance i
N(i) The PM hosting the instance i
kX
r Amount of X capacities on the resource r

CMAX
m The maximum amount of cycles available on machine m

FMAX
m The maximum frequency of the machine m, in MHz

Fi The frequency of the VM instance i, in MHz
Ci The amount of cycles to guarantee for the vCPUs of instance i
ci,j,t The number of cycles allocated to j of i at instant t
ui,j,t The number of cycles consumed by j of i at instant t

TABLE I: Summary of symbols used for frequency controlling

Let Ci be the number of cycles to target in order to
guarantee the QoS of a VM instance i, such that it translates
the frequency FV (i) into cycles on node N(i). Its value is
defined by Equation 2. This value depends on the location of
the VM instance, as it depends on the maximal frequency of
the machine that is hosting the instance, where FV (i) ≤ FMAX

N(i) .
We will see in Section IV, that there is a strict relation between
cycles target and frequency target. Note that Ci is the number
of vCPU cycles to enforce for the VM instance i, but not a
capping limit, thus ci,j,t can be higher than CV (i),N(i). It can
also be lower depending on the consumption of the vCPU
ui,j,t.

Ci =
p× FV (i)

FMAX
N(i)

(2)

B. Controlling the Frequency of vCPUs

This section reports on the implementation of the vCPU
frequency controller we designed. This controller is based on



a feedback control loop, which is composed of 6 different
stages described in Figure 2. The controller is using the
Linux cgroups, and VMs are provisioned and managed using
KVM. There are two versions of cgroup in Linux, however
the version is not important as our controller works on both
versions, but for sake of simplicity the explanation in the
following subsections is assuming that cgroup v2 is used. The
controller is triggered every p seconds, to adapt to the dynamic
nature of the context.

1) Monitor vCPUs
utilization at t = i

2) Estimate vCPUs
utilization at t = i+ 1

3) Allocate guaranteed
cycles

4) Trigger an auction
on cycles market

5) Distribute unallocated
cycles6) Apply CPU capping

Fig. 2: Block diagram of the vCPU Controller

1) Monitoring the vCPU resource consumption: When
a new VM is provisioned, a cgroup is created by KVM.
The cgroup created is divided in multiple sub cgroups with
a sub cgroup for each vCPUs, making vCPU monitoring
possible. Each cgroup sub-directory includes the descrip-
tors cpu.stat, cpu.max and cgroup.threads. The
cpu.stat file gives access to the number of cycles consumed
by the cgroup (here a vCPU) since its creation as the sum of
the consumption of the threads it is controlling. From this
information, the consumption of the vCPU can be computed,
and used by the following control stage. The vCPU consump-
tion is computed as the number of cycles consumed at instant
t minus the number of cycles consumed at instant t− 1. The
reading of the consumption is made at every iteration of the
controller, providing us the value of ui,j,t, for a VM instance
i, and a vCPU j, at instant t.

The file cgroup.threads lists the identifiers of the
threads controlled by the vCPU cgroup—only one identifier
when using KVM virtual machines. This thread identifier is
useful to retrieve more information about the consumption
of the vCPU. Indeed, the file /proc/{tid}/stat delivers
more information about the execution of the thread, such as the
identifier of the last CPU core that was executing the thread.
From this information, a realistic estimation of the vCPU
frequency can be computed. In addition the files located in
/sys/devices/system/cpu/cpu(i)/cpufreq/sc-
aling_cur_freq share the current frequency in Hertz of
the CPU core whose identifier is i.

However, because there can be many vCPUs running
on the node, and because the scheduler can move vCPUs
from core to core relatively often depending on how stress
the threads are (can be a matter of milliseconds), the file
/proc/{tid}/stat should be read quite often to accu-
rately trace the location of the vCPU threads, imposing high
CPU usage for the monitoring of the vCPUs, which is not
acceptable in our context. For that reason, the following
assumption is made, vCPU threads with high workload are
moved less often than vCPU threads with low workload. As
low loaded vCPUs have a low impact on the frequency of the

CPU cores, their virtual frequency is less dependent on their
location, and is in any cases relatively low. In such situations,
accurate information is not critical. On the other hand, because
highly loaded vCPUs are moved less often, read the location
information frequently is useless. In addition, because the
Linux scheduler increases the speed of the CPU cores that
are running this kind of vCPUs—making all the CPU cores
running at approximately the same speed—the allocation of
the vCPUs becomes of little importance in estimating the
virtual frequency. Moreover the frequency is mostly used for
monitoring and evaluation purpose, and not for control, and
we will see in Section IV that the estimation obtained when
reading the location of the vCPU only once by iteration (every
seconds) delivers accurate results.

2) Estimating the upcoming vCPU utilization: There is
a limited number of cycles to distribute every iteration—
CMAX

m —depending on the number of CPU cores on the node
hosting the VM instances. Furthermore, there are more vCPUs
running on the node than CPU cores and, thus, allocating all
a CPU core for the execution of one vCPU is impossible. In
this context, there is a competition among the vCPUs to use
the available CPU time, this competition is called the market
of cycles.

The number of cycles consumed by a vCPU ui,j,t depends
on its workload. The distribution of cycles among vCPUs
relies on the estimation of the number of upcoming cycles
to be consumed by the vCPUs during the next period. Indeed,
the objective is to deliver a fair distribution of the cycles—
weighted to their respective frequency—and avoid as much as
possible to allocate cycles to a vCPU that will not use them,
and thus waste resources that could have proved to be useful
if allocated to another vCPU.

Because the virtual frequency controller is running on the
same node as the vCPUs, it also consumes cycles. On top
of that, it must implement fast allocations to quickly adapt
the dynamic context imposed by changing behaviors of vCPU
requests. For these reasons, it must consume as little as
possible CPU time. This is why we opted for a trigger-
based system for the estimation stage. For each vCPU, an
history of consumption is computed, storing the consumptions
of the last n iterations. This history is used to compute the
vCPU consumption trend, hence guessing the behavior of the
vCPU and its demand. Equation 3 describes this trend, where
ui,j

t,t+n is the average of consumption from instant t to instant
t+ n, and Sn = n(n+1)

2 .

trendj =

n∑
x=1

((x− Sn)× (ui,j,x − ui,j
t,t+n))

n∑
x=1

(x− Sn)2
(3)

The goal of this computation is to avoid brief peaks or drops
of consumption to constantly change the capping ci,j,t and thus
generating an oscillation around the proper capping, increasing
the amount of resource wasting and consequently degrading



the overall performances. There are three different cases to
consider:
a) The vCPU is increasing its cycles consumption. In such a
case, trendj is strictly positive and ui,j,t exceeds the increase
trigger, as it can be seen in Figure 3. The increase trigger
is configurable. When exceeded, the capping is increased by
a percentage that is configurable as well. For example, in
Figure 3, increase trigger is set to 0.9 of the capping, and
the increase factor is 1.3. The higher the increase factor, the
faster the convergence to the correct capping will be reached,
but also the higher the resource wastage will be.
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⇑ trigger

Fig. 3: Increasing cycles consumption of a vCPU

b) The vCPU is decreasing its cycles consumption. In this
case, the trend is strictly negative, and the consumption ui,j,t

is lower than the decrease trigger. As for increase trigger
and increase factor, decrease trigger and decrease factor are
configurable. Figure 4 shows an example where decrease
trigger is 0.5 and decrease factor is 0.8. The decrease factor
should not be too big, indeed in case of short decrease of
resource usage for a few seconds (or a big decrease during
just a few iteration), the capping would have to go up again
with the limitation of the increase factor. This would result
in some sort of oscillation which is counter productive for
performance and resource wasting.
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Fig. 4: Decreasing cycles consumption of a vCPU

c) The consumption is stable. In this last case, the trend equals
to 0 (or almost equal to 0 with a margin of error). Because the
consumption is stable it does not exceed any of the increase of
decrease triggers. However, it can still be wasting some cycles,

for example when decreasing really slowly without triggering
the decrease mechanism. In that case, capping is set to avoid
the triggering of the increase mechanism in the next iteration,
but close enough to the consumption to avoid cycle wastes.
An example of this calibration is depicted in Figure 5.
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Fig. 5: Stable cycles consumption of a vCPU

Once the estimation of the number of cycles that will be
consumed by the vCPUs in the next iteration is made, the
controller enters the third stage.

3) Enforcing the vCPU cycles: Based on the usage of the
vCPUs during the last iteration, the controller allocate credits
to VM associated to the vCPUs, and keeps track of each VM
wallet. These credits are used in the next stage of the controller
to prioritize VMs that are often consuming less cycles than
expected, over the more greedy VMs, when there are some
unallocated cycles to distribute. Whenever a VM instance has
vCPUs that are consuming fewer cycles than the number of
cycles associated with their base frequency, it earns credits
as presented in Equation 4, where kvCPUs

V (i) is the number of
vCPUs of the VM instance i.

∀i ∈ I,

crediti+ =

kvCPU
V (i)∑
j=0

{
Ci − ui,j,t−1, if Ci > ui,j,t−1

0, otherwise

(4)

Then, the controller sets the base capping of each vCPUs,
where the base frequency is to be guaranteed if the estimated
vCPUs consumption at next iteration is higher than the guar-
anteed cycles, as presented in Equation 5, where ei,j,t is the
estimation of the usage of the vCPU j of VM instance i at
instant t, as computed by the previous stage of the controller.

∀i ∈ I, ∀j ∈ [0, kvCPUs
v(i) ],

ci,j,t =

{
ei,j,t, if ei,j,t < Ci

Ci, otherwise

(5)

4) Triggering an auction for vCPU cycles: The estimation
of the number of cycles that will be consumed in the next
iteration are not taking into account the finite number of
resources a node can provide. In the previous stage, the base
frequency of the vCPUs was taken into account by making



sure that vCPUs requiring access to their guaranteed resources
can access them (cf. Equation 5). From the previous stage, one
can also note that some vCPUs might not use their guaranteed
cycles due to a period of low intensity in their workload. The
cycles that are unallocated would be wasted if left as such,
as they could be allocated to other vCPUs that have higher
demand than their base frequency.

This is the goal of this fourth stage: to launch an auction
in order to sell the cycles that are allocated to no vCPUs, in
order to avoid resource wasting while giving priority to VMs
that used this possibility of allocation burst less often. Let
buyers be the set of vCPUs whose current allocation ci,j,t are
lower than the estimation ei,j,t. Let marketn be the number
of cycles that are not allocated to any vCPUs as presented
in Equation 6 on node n ∈ N , where In is the set of VM
instances hosted on node n, and p is the duration of a control
loop iteration.

marketn = (kCPU
n ∗ p)−

∑
i∈In

kvCPU
V (i)∑
j=0

ci,j,t (6)

The cycles included in the marketn are distributed among
the vCPUs owned by the buyers set as presented in Algo-
rithm 1. One can note that a window is used when allocating
the remaining cycles of the marketn. This window is used
to avoid that a rich VM steals all the cycles included in the
marketn, and to distribute the cycles fairly among vCPUs
attached to VM instances having credits to spend.

Algorithm 1 Cycles auction algorithm
function TRIGGERCYCLEAUCTION(marketn, buyers, window)

while |buyers| 6= 0 and marketn 6= 0 do
for i, j ∈ buyers do

tobuy ← ei,j,t − ci,j,t
buying ← min(tobuy,marketn, crediti, window)
if buying = 0 then . no credit left, or the vCPU needs no more cycle

Remove i, j from buyers
else . Buy some more cycles

ci,j,t = ci,j,t + buying
marketn = marketn − buying
crediti = crediti − buying

5) Distributing the unallocated cycles: As it can be noticed
in the above algorithm, the auction can stop if no VM instance
has enough credits to buy the cycles sold on the market. This
means that at the end of Algorithm 1, the market may still
contain unallocated cycles. These cycles are freely distributed
among the vCPUs whose allocation ci,j,t is still lower than
their estimate ei,j,t. This allocation is proportional to the
demand of each vCPU to the overall demand.

6) Applying vCPU capping: At this final stage, every
vCPU is allocated ci,j,t cycles. This cycles allocation can be
translated into cgroup capping in a straightforward way.

After the capping of every vCPU is done, the controller is
put in sleep for the remaining time p− spent, where p is the
triggering period of the controller and spent is the time taken
by the different stages presented in Figure 2.

C. Improving VM placement

While VM placement and consolidation is not the primary
focus of this paper, we believe that virtual frequency capping
can contribute to improve state-of-the-art VM placement algo-
rithms. In particular, our contribution can enable a CPU core
to host multiple vCPUs without enforcing overcommitment—
e.g., a CPU core running at 3 GHz could host 3 vCPUs with
a frequency guaranteed at 1 GHz. We therefore believe that
future works could explore the extension of state-of-the-art
algorithms, such as First-Fit or Best-Fit, to include the virtual
frequency as a new consolidation dimension. To do so, the
CPU core constraint (stating that the number of vCPUs must
be lower or equal to the number of CPU cores) is replaced by
the core splitting constraint defined by Equation 7.∑

i∈In

(kvCPU
i × Fi) ≤ kCPU

n × FMAX
n (7)

As it is already done for the the CPU core constraint, a
consolidation factor can be added (e.g., multiple by 1.2 the
number of available cores on the node), but this could lead
in the loss of the guarantee of the vCPU frequency, or would
impose migrations to keep the guarantee.

IV. EXPERIMENTAL EVALUATION

In this section, we first evaluate the benefits of the virtual
frequency controller, before highlighting the energy savings
that can be achieved thanks to our contribution.

A. Evaluating the Virtual Frequency Controller

We provide a C++ implementation of the Virtual Frequency
Controller in a public git repository.1

1) Experimental protocol: In this first evaluation, we con-
sider different templates of VM, which are co-hosted on
a single node, and we execute two workloads provided by
Phoronix test suite: the compress-7zip and openssl
benchmarks.2 These benchmarks are commonly used when
evaluating the performances of a compute node [23]–[25]. The
objective of this evaluation is to assess the capability of the
controller to adapt to the workload, while guaranteeing the
base vCPU frequency on two different nodes with different
CPUs. The description of the nodes we used is reported in
Table IV, these nodes are part of the Grid’5000 3 experimental
platform. Each workload was executed 4 times (and twice on
each node): twice without the controller—labelled as A—and
twice with the controller enabled–labelled as B.

VM vCPUs Frequency Instances Workload
small 2 500 MHz 20 compress-7zip
large 4 1800 MHz 10 compress-7zip

TABLE II: Description of the workload on chetemi

Tables III and II report on the VM configurations that were
deployed on the two different nodes. Note that the number of

1https://gitlab.inria.fr/ecadorel/cgroup-monitor
2https://www.phoronix-test-suite.com/
3https://www.grid5000.fr

https://gitlab.inria.fr/ecadorel/cgroup-monitor
https://www.phoronix-test-suite.com/
https://www.grid5000.fr


VM vCPUs Frequency Instances Workload
small 2 500 MHz 32 compress-7zip
large 4 1800 MHz 16 compress-7zip

TABLE III: Description of the workload on chiclet

VM instances are different from one node to another, because
chiclet has more CPU cores than chetemi, but both nodes are
equally loaded (cf. Equation 7). VM instances are running
Ubuntu 20.04 operating system. The workload of large in-
stances are started after the workload of the small instances at
t = 200 seconds. The objective is to evaluate the impact of a
variable workload where, at the beginning—for 200 seconds—
the nodes are underpovisioned, before becoming fully loaded
from instant 200 seconds.

In this experiment, the controller is configured with the
following settings: the increase trigger and increase factor
are 95 % and 100 %, while decrease trigger and decrease
factor are 50% and 5%, respectively. This variables may seem
arbitrary, but were set experimentally, and offer a good tradeoff
between stable capping and fast convergence. To compare the
executions A and B, the monitoring stage of the controller is
executed in all scenarios, while only the control part of the
controller is disabled in execution A. The controller period p
is set to 1 second.

2) Experimental results: Figure 6 depicts the average fre-
quency of the vCPUs of the different instances of the two set
of VMs during the execution A. All vCPUs belonging to a VM
type—i.e., small or large—have a relatively similar behavior,
so reporting on average values loses little or no information,
while making the results much easier to read. The frequency
are computed using the method presented in Section III, by
reading the location of the vCPUs on the CPU cores at each
control iteration—i.e., every seconds. Thus, this is only an
approximation of the real speed of the vCPUs, as they can
be moved from CPU core to other CPU core at any moment.
However, because the frequency of the CPU core was also read
during the experiment, we can observe that they are all running
at approximately the same speed, with an average variance of
16 MHz for execution A and of 37 MHz for execution B on
chetemi. Therefore, we can conclude that the location of a
vCPU does not have a big impact on its frequency.

Because no capping of resources is applied, the scheduler
splits the available resources between the different cgroups
equally. The results obtained without the controller may seem
surprising, but can be explained by the fact that the small
instances represent 2

3 of the number of VM instances, 2
3 of

the CPU resources are provided to them, however in term
of pure resource demand large instances represent half the
total (with 40 vCPUs). To confirm this hypothesis, we ran two
experiments: a) an experiment with 20 VMs with 4 vCPUs
each and b) an experiment with 40 VMs with only one vCPU,
and 10 VMs with 4 vCPUs. In the experiment a) all the vCPUs
were running at the same speed, while in the experiment b)
4
5 of the resources were allocated to VMs with only 1 vCPU.
These experiments demonstrated that the Linux CFS scheduler
assumes the VMs as a whole, and not directly the vCPUs.

Figure 7 depicts the average frequency of the vCPUs of the

different instances of the two set of VMs during the execution
B. One can observe from this Figure 7 that vCPUs of the
small instances are using all the resources of the CPU cores
(running at the maximum frequency of the cores, i.e., 2.4GHz)
until the second workload established by the large instances
starts. At this instant (t = 200 seconds), a difference between
the scenarios A and B can be observed. When the controller
is running, because the large instances have a higher base
frequency than the small ones, they are prioritized by the
controller. One can note that the vCPUs of the small instances
are running at approximately 500 MHz, and that the vCPUs of
the large instances are running at approximately 1800 MHz.
This is the behavior expected for the execution with the control
loop enabled.
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Fig. 6: Average frequency of vCPUs on chetemi for configu-
ration A
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Fig. 7: Average frequency of vCPUs on chetemi for configu-
ration B

Some picks in the frequency for the vCPUs of the small
instances can be observed, when the frequency of the large
instances is reduced due to some decrease of the workload of
the compression benchmark. This demonstrates the capability



Name CPU Cores Frequency Memory Disk
chetemi 2x Intel Xeon E5-2630 v4 10 cores/CPU 2,400 MHz 256 GB 2x 300 GB HDD
chiclet 2x AMD EPYC 7301 16 cores/CPU 2,400 MHz 128 GB 480 GB SSD

TABLE IV: Nodes used for the experimentations

of the controller to better allocate resources that would have
been wasted otherwise. During the execution type B on
chetemi, the controller was executed every second, and took
5 ms on average, including 4ms taken by the monitoring stage.
Note that these 4 ms are also present during the execution A,
as we need it for result comparison. The controller is running
on only one core, thus it is consuming very few resources.

Figures 8 and 9 shows the scenarios A and B on the chiclet.
As for the execution B on chetemi, during the execution B on
chiclet, the vCPUs of the small instances are running approx-
imately at 500 MHz, and the vCPUs of the large instances
are running approximately at 1800 MHz. On the other hand,
scenario A is again giving more priority to small instances
than large instances, but this time it is less obvious, this can
be explained by many side effects related to the architecture
of the host node. These differences could also explain why
the decrease of consumption during synchronization of the
compress-7zip benchmark seems to be less marked in
comparison to chetemi executions. As for chetemi, all the CPU
cores are running at approximately the same speed, with an
average variance of 88 MHz for execution A and of 150 MHz
for execution B.
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Fig. 8: Average frequency of vCPUs on chiclet for configu-
ration A

Figures 10 and 11 depicts the results of the compression
benchmark for the small instances and the large instances, for
the four scenarios A and B on both nodes. The compression
benchmark was ran 15 times in each VM instances, that is
represented by the x-axis. The results are the average of the
results of each VM instances. The first observation is that
execution on large instances is more stable in scenario B than
in A. In scenario A, the Linux scheduler gives the same priority
to small and large instances, resulting in the same compression
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Fig. 9: Average frequency of vCPUs on chiclet for configu-
ration B

and decompression rates, when running at the same time. On
the other hand, in scenario B, small instances have a lesser
priority and thus, when large instances starts their workload,
the perfomance boost of small instances drops, as expected.
One can also note that when no capping is needed, because
there is no collision in cycle demand, scenarios A and B have
similar results (first 3 iterations of the benchmark in small
instances). In addition, it can also be noted from this result
that our explanation about resource sharing in scenario A can
be acknowledged, as small and large instances have the same
results when running along, even if large instances have more
vCPUs than small instances.
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Fig. 10: Compression and decompression efficiency of small
VM instances on chetemi

The executions of scenario B on chetemi and chiclet report
on the same behavior, and give almost identical performances
for both small and large instances, with slightly better perfor-
mances on chiclet than chetemi. Therefore, the performances
are much more predictable from a customer perspective when
using the controller, than without it, as they are less dependent
to VM collisions.
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Fig. 11: Compression and decompression efficiency of small
instances on chiclet

VM vCPUs Frequency Instances workload
small 2 500 MHz 14 compress-7zip
medium 4 1,200 MHz 8 openssl
large 4 1,800 MHz 6 compress-7zip

TABLE V: Description of the workloads executed on chetemi

B. Evaluating the Impact of Heterogeneous Workloads

1) Experimental protocol: In this second evaluation, we
added medium VM instances. These medium instances are
running the openssl benchmark of the Phoronix test suite, and
have 4 vCPUs that are running at 1,200 MHz. Table V summa-
rizes the VM configurations that were executed on the chetemi.
As for the first evaluation, there are two configurations: A and
B, but this evaluation was only executed on chetemi (for the
sake of space). The workload of medium instances is started
at instant t = 100s, and the workload of large instances at
instant t = 200s.

2) Experimental results: Figures 12 and 13 report on the
frequency of the VM instances for configurations A and
B, respectively. One can note that once again, during the
execution of configuration A, small vCPUs are running faster
that the others, and that medium and large vCPUs are running
at the same speed, for the reason we explained.

On the other hand, large instances are running at ap-
proximately 1, 800MHz, medium instances at approximately
1, 200MHz and small instances at approximately 500MHz,
with configuration B, when all the instances are running a
workload concurrently. There is a small decrease of the perfor-
mances of large instances in comparison to the first evaluation,
that is translated into a small decrease of the performances of
compress-7zip benchmark as depicted in Figure 14. However,
this decrease is really small, and can be due to other factor
than CPU cycle allocation (e.g., cache allocation) that could be
subject of future work. Results of small instances are similar
to those obtained during the first evaluation, when running at
the guaranteed frequency.

When the workload on medium instances completes, there
are unallocated cycles that are distributed among large and
small instances, increasing their frequencies, and thus the
performances of their applications.

C. Evaluating the Impact on VM Placement

In this last evaluation, we observe the impact of the perfor-
mance capping on the placement phase of the VMs. This paper
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Fig. 12: Average frequency of vCPUs on chetemi execution
type A of second evaluation
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Fig. 13: Average frequency of vCPUs on chetemi execution
type B of second evaluation

is more focused on the performance capping, and its goal is to
present a proof of concept about frequency capping for virtual
machines. This last evaluation delivers an example of what
could be achieved in term of infrastructure management and
energy gain thanks to the performance capping at VM level.
A more advanced placement algorithm and evaluation remains
an interesting perspective for future works.

In this evaluation, the placement algorithm BestFit was
implemented in two different versions: the first version with-
out taking into account the frequency of the VMs, and the
second version working as presented in Section III. Let the
cluster be composed of 12 chetemi, and 10 chiclet, where
the specifications of the cluster is presented in Table IV. Let
the workload be composed of 250 small VMs with 2 vCPUs
running at 500MHz, 50 medium VMs with 4 vCPUs running
at 1200MHz, and 100 large VMs with 4 vCPUs running at
1800MHz.

With the frequency capping taken into account by the place-
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Fig. 14: Compression and decompression efficiency of small
instances on chetemi

ment algorithm, only 15 out of 22 nodes are used, meaning
that the 7 other nodes can be reused for additional workload,
or shutdown in order to reduce the energy consumption. One
can argue that the number of used nodes could be reduced
without the frequency capping by adding a consolidation
factor. However, this would reduce the performances of the
VM instances (or trigger migrations, and thus use more nodes
in the end). To obtain the same result (15 used nodes) with a
consolidation factor, the number of CPU cores on the nodes
has to be multiplied by 1.8. Nevertheless, in that case two
chiclet are highly loaded with 28 large VM instances, against
21 when frequency capping is enabled (with constraint 7). On
the other hand, 36 small VMs are placed on a chetemi, against
48 when frequency capping is enabled. By adding a frequency
capping to the VMs, a form a consolidation factor is added
to the placement problem. However, this consolidation factor
is based on customer requirements instead of an arbitrary
value, and is supported by the frequency controller, instead
of migration mechanism.

V. CONCLUSION

This paper introduced a new system to control the frequency
of the vCPUs of virtual machines. Unlike the state of the art,
this controller takes into account the various requirement of the
customers based on a performance guarantee. Indeed, because
Cloud infrastructure are used for a wide variety of applications,
customer requirements and performance expectations are quite
diverse. For this reasons, our controller was designed in order
to guarantee a minimal frequency for the vCPUs of the VMs—
a frequency that has been chosen by the customers– by using
the Linux cgroup system, while adapting the performances to
the context of the execution.

The controller has been evaluated on a real infrastructure,
using two different nodes with CPU from different construc-
tor, VMs were provisioned using KVM, and tested against
two different CPU-intensive benchmarks. This evaluation has
shown that the controller is able to guarantee the frequency of
the vCPUs, leading to more consistent and predictable perfor-
mances for the customers, in comparison to standard execution
models. This frequency capping also brings promising results
in term of VM placement and in number of nodes used, that
could lead to energy savings. This placement part is not the
main focus of the paper, and could be the subject of interesting
future works.

In this paper, we have pointed out some elements that can
be subject of promising perspectives. First, we plan to take
into account cache access for the different vCPUs, in order
to give priority to faster vCPUs, and reduce the contention
during highly demanding workload execution. Second, we
plan to investigate the problem of memory allocation, in this
paper we assumed that there was enough memory on the host
nodes for all the VMs. This assumption could be false as the
number of VMs per node increases due to better consolidation.
Finally, we plan to work on the placement algorithm in order
to evaluate more deeply the impact of frequency capping in a
context of a cluster management, and observe the impact on
energy consumption.
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