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Abstract— This paper addresses a path planning problem for
a fleet of Unmanned Aerial Vehicles (UAVs) that uses both prior
information and online gathered data to efficiently inspect large
surfaces such as ship hulls and water tanks. UAVs can detect
corrosion patches and other defects on the surface from low-
resolution images. If defects are detected, they get closer to the
surface for a high-resolution inspection. The prior information
provides expected defects locations and is affected by both
false positives and false negatives. The mission objective is to
prioritize the close-up inspection of defected areas while keeping
a reasonable time for the coverage of the entire surface. We
propose two solutions to this problem: a coverage algorithm that
divides the problem into a set of Traveling Salesman Problems
(Part-TSP) and a cooperative frontier approach that introduces
frontier utilities to incorporate the prior information (Coop-
Frontier). We finally provide extensive simulation results to
analyze the performance of these approaches and compare
them with alternative solutions. These results suggest that
both Part-TSP and Coop-Frontier perform better than the
baseline solution. Part-TSP has the best performance in most
cases. However, coop-Frontier is preferable in extreme cases
because more robust to inhomogeneous corrosion distribution
and imperfect information.

I. INTRODUCTION

Periodic service and maintenance of large structures are
increasingly important tasks where cooperative autonomous
robots can have a crucial role in helping humans to improve
performances and reduce costs. There are approximately
56000 medium and large ships (larger than 500 tons) world-
wide1 that require periodic inspection. In the context of the
European project BugWright2 [1], we aim at combining the
survey capabilities of autonomous Unmanned Aerial Vehicles
(UAVs) and small Autonomous Underwater Vehicles (AUV)
with magnetic-wheeled crawlers operating on the surface of
the structure.

In this work, we focus on path planning for a fleet
of UAVs (typically between 4 and 8) performing a visual
inspection mission to detect corrosion patches with minimal
user intervention. The goal is to provide the operator with the
location and details of existing corroded areas. To this end,
UAVs perform a non-uniform coverage of a vertical surface.
They fly in two planes at different distances from the surface
of interest: a medium distance ζ2 to detect corrosion on large
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Fig. 1: Hull modeling and UAV’s trajectory in the 2.5D grid.

areas and a close-up distance ζ1 to inspect corrosion patches
with higher resolution (see Fig. 1). In particular, we study
partially informed scenarios, where a partial and imperfect
map of the expected corrosion position is initially available.
The goal is to exploit this information to give higher priority
to the inspection of corroded areas while maintaining the
guarantee of an efficient inspection of the entire surface.

To cope with this problem, we investigate two different
solutions: one based on a pre-partition of the environment to
efficiently distribute the work among the UAVs (Part-TSP),
and a second fully-cooperative solution that provides higher
robustness with respect to robots failures (Coop-Frontier).
More specifically, the main contributions of this paper can
be summarized as follows:

• First, we propose an inspection approach that divides the
problem into a set of Traveling Salesman Problems. The
approach considers prior information and re-computes
paths online when new information is disclosed.

• Second, we present a fully-cooperative frontier-based
approach, where frontier utilities are defined to exploit
the initial information and prioritize the search of cor-
rosion.

• Finally, we test and analyze the proposed algorithms by
using a 2.5D simulator built upon Mesa [2], and com-
pare the proposed solutions with alternative approaches
by considering several performance metrics. This anal-
ysis provides insights on the role of prior information
and on some system parameters, and shows that both
proposed approaches are superior to the alternatives.

The rest of the paper is organized as follows. Section
II discusses the main related work. Section III proposes a
formal definition of the problem. Section IV presents the
proposed multi-UAV inspection approaches. Section V com-
pares the algorithms and presents quantitative and qualitative
results. Section VI concludes the paper.



II. RELATED WORK

The inspection problem tackled in this paper lies between
the coverage path planning and the optimal search problems.
In the coverage problem, the goal is to minimize the time
to visit every point in the environment at least once, with
at least one robot. Its relevance to many robotic applications
produced a vast related literature in the years. A first survey
focused on solutions based on a cellular division of the envi-
ronment, and including the multi-robot case, was presented in
[3]. More recent and rich surveys that consider the coverage
of fully 3D environments are [4] and [5]. Most of the existing
solutions build on the idea of Spanning-Tree Coverage,
which ensures to cover the environment completely without
any backtracking. The idea was initially presented in [6] for
a single robot and extended to multi-robot systems in [7]. In
[8], Kapoutsis et al. presented an approach to transform the
n-robot problem into n single-robot problems by optimally
partitioning the environment in equal areas and assigning
each of them to one robot. As described in Section IV, we
partially adopt this algorithm for one of our solutions to
partition the inspection area. Also based on this approach, a
more recent solution for the coverage of complex areas with
a team of UAVs and taking into account also the presence of
no-fly-zones was presented in [9]. In [10], Sadat et al. present
a solution to a non-uniform aerial coverage problem with a
single UAV. Contrary to our work, the paper considers no
prior information and several sensing planes corresponding
to very different resolutions, and assumes that the sensor
footprint covers the entire surface at the root node. The set of
all sensing planes generates a coverage tree and the authors
propose a strategy to navigate it assuming no false positives
in identifying the presence of a region of interest from each
node. A similar multi-resolution coverage problem with a
single UAV is presented in [11]. Also in this case, no prior
information is taken into account and the UAV adapts at each
step its altitude to obtain a suitable resolution to perform
deep-learning based semantic segmentation of the terrain.

Although a coverage path can ensure to visit in a minimum
time every point in the environment, coverage solutions can
be sub-optimal if the mission priority is to find and inspect
first some regions of interest. In this case, the problem
becomes strictly connected to a search problem [12]. As
we show in our work, navigating through the environment
searching for regions of interest can be related to a standard
autonomous exploration problem. A similar connection can
be found in [13], where the authors propose an exploration-
based strategy that includes semantic information to identify
areas of particular relevance in a search and rescue scenario.
A combination of grid search and evolutionary optimization
is used in [14] to generate the trajectory of an aerial vehicle
in a multi-resolution informative path planning problem. This
strategy exploits Gaussian Process to model the environment
and adaptively focus on areas of high interest. In our work,
we exploit the concept of frontier to guide UAVs through the
mission. Frontier-based algorithms are popular approaches to
conduct autonomous exploration in unknown environments

Fig. 2: Corrosion matrix or ground truth C (top), contingency
matrix (middle), and estimated corrosion matrix C′ (bottom).
Instance generated with parameters: probability of a cell to be the
center of a corroded cluster pC = 0.5%; maximum side of corroded
clusters lC = 5; probability that a cluster is known in the estimated
corrosion matrix (true positive) pTP = 60%; probability that a cell
is the center of a false negative cluster pFP = 0.3%.

[15], [16], [17]. Although this class of solutions is well
adapted to complex environments with obstacles, this is not
the case in our problem where UAVs know the area to inspect
and have no obstacle to avoid. However, we show that by
modifying the definition of frontiers utility, frontier-based
algorithms are also suitable solutions to take into account
prior information in our cooperative inspection problem.

III. PROBLEM DEFINITION

We consider a fleet of n UAVs to inspect a surface
discretized as a rectangular grid of length and height equal
to a and b cells, respectively. The position of the UAV k is

(xk, yk, zk) ∈ {0, . . . , a− 1} × {0, . . . , b− 1} × {1, 2} .

A UAV with z = 1 in the discrete environment is at the
distance ζ1 from the hull in the real world. This distance
is sufficient to acquire high-resolution images for close-up
inspection. A UAV with z = 2 is at the distance ζ2 sufficient
to detect corrosion. UAVs acquire square images with side
s (sensing side) that is proportional to the distance from
the hull ζ with a factor depending on the camera’s aperture
angle θ: s = 2ζ tan (θ/2). Flying at distance ζ2 is preferable
to inspect non-corroded areas since UAVs can cover a larger
area. UAVs can move from their position to one of the four
neighbor cells (up, down, left, right) in a constant time step
uxy, and change distance from the hull in a constant time
step uz, which depends on ζ2 − ζ1.

Cells of the grid with a level of corrosion greater than a
given threshold require close-up inspection. We refer to these
cells as corroded. The grid is mathematically represented by
the corrosion matrix C of size b× a and entries

Ci,j =

−1 cell not part of the hull
0 cell not corroded
1 cell corroded

. (1)

The position of the −1 entries are exactly known in
advance. Regarding the corrosion, we consider the presence
of prior information expressed as a prediction map that
indicates the expected location of corrosion clusters. The
availability of this predicted map is justified by the fact that,



even though the exact corrosion location is not known in
advance, high-probability corroded areas can emerge from
past data in the history of the boat or be identified by
observations from a human operator from the ground. We so
introduce the expected corrosion matrix C ′, with the same
structure as C, but where the 0s and 1s entries correspond to
high-probability non-corroded and high-probability corroded
cell respectively. To generate this information, we consider
probabilities to represent both false positives pFP (i.e., ex-
pected corrosion in areas that are not corroded) and false
negatives 1−pTP (i.e., expected absence of corrosion in areas
that are corroded), as shown in Fig. 2. In simulations, C and
C ′ are generated as follows: every cell that is part of the hull
has probability pC to be the center of a corrosion cluster in C
(ground truth). After this first step, every center in C is given
to C ′ with probability pTP, whereas any other cell part of the
hull is given to C ′ as a center with probability pFP. Then, a
rectangular cluster with length and height uniformly chosen
between 1 and lC∈ {1, 3, . . .} is generated for every center
(ground truth and false positives). Clusters can overlap. The
system keeps then track of the mission status with the map
matrix M of size b× a and entries

Mi,j =


−1 cell not part of the hull
0 cell’s status unknown (not covered yet)
1 non-corroded cell inspected (z = 1, 2)
2 corroded cell expected/detected (z = 2)
3 corroded cell inspected (z = 1)

.

(2)
The matrix is initialized with −1, 0, and 2 values, and
contains −1, 1, and 3 values at the end of the inspection
mission. The values 2 in the initialization come from C ′, the
others are then discovered during the mission.

In Part-TSP, the grid is firstly partitioned in n regions and
each region is assigned to a UAV. The partition information
is stored in the assignment matrix A of size b×a and entries

Ai,j =

{
−1 cell not part of the hull
k cell assigned to the UAV k

. (3)

For this algorithm, UAVs do not communicate all the time.
Every UAV k keeps a local version Mk of the map matrix
where only the cells assigned to the UAV itself are different
than −1. For all algorithms, we assume that UAVs have
access to their global position.

The mission goal is to provide to the operators on the
ground the information retrieved by the close-up inspection
of all corrosion patches as soon as possible while keeping
a reasonable time for the coverage of the entire surface.
To do so, the UAVs team needs to find a compromise
between exploiting the prior available information to give
priority to expected corroded regions and minimizing the
complete mission time to ensure that all corroded spots are
inspected. For this reason, the system is evaluated according
to four performance indicators: the percentage of corroded
area inspected in time c(t); the mission progress (percentage
of area inspected) in time m(t); the time Tc necessary to
perform the close-up inspection of all corroded cells (close-
up inspection time); and the time Tm necessary to inspect all

cells (mission time).

Tc = {t : c(t) = 100} (4)
Tm = {t : m(t) = 100} (5)

It is worth noticing that Tc can be exclusively used to provide
an a posteriori evaluation of the algorithms and not during
the mission since the UAVs cannot know when all corroded
spots have been inspected.

IV. MULTI-UAV INSPECTION APPROACHES

We propose the Part-TSP and Coop-Frontier approach to
exploit the prior information on corrosion patterns and solve
the bi-resolution inspection problem. These approaches differ
in the way UAVs are coordinated, and the path for each
UAV is computed. Part-TSP assigns each UAV to an area of
interest at the beginning of the mission, eliminating overlap
between different UAV. Every UAV plans its path by solving
a TSP problem online. In Coop-Frontier, UAVs are regularly
assigned to the frontiers that maximize a given utility,
designed to minimize overlap and exploit prior information.
The path is determined by the frontier chosen.

A. Partitioned-TSP Based Inspection

As introduced above, Part-TSP solve the multi-UAV path
planning problem by dividing the area into sub-areas and
assigning each sub-area to a UAV. Thus, turning a multi-UAV
problem into many single-UAV problems. For this purpose,
we use the DARP algorithm [8], which partitions the space in
connected sub-areas of similar size. It is worth noticing that
DARP was developed for a squared surface with obstacles.
We do not consider obstacles, but some cells are not part of
the hull. These cells are given in input to DARP as obstacles
but are not considered obstacles for the navigation, i.e., UAVs
can fly over them. Using DARP together with a good path
planning algorithm allows achieving a coverage time close
to the minimum for uniform coverage problems. However,
this is not the case in our problem since UAVs can change
their distance from the hull.

The problem of covering the sub-areas at different reso-
lutions is further divided in two problems that are solved
online: decide when to change inspection distance and com-
pute the best path at a given inspection distance. At every
time step, each UAV decides whether to change distance con-
sidering its current state and sensing information according
to the finite-state machine (FSM) in Fig. 3. Every time the
distance changes or a plan is completed (e.g., all corroded
cells detected are inspected) the UAV re-plans the path. The
path planning at a given distance ζz is further divided in two
steps: divide the area assigned to the UAV into segments,
and minimize the travel time between segments solving a
traveling salesman problem (TSP). The division in segments
allows to keep the planning complexity tractable since large
unexplored areas are divided into a small number of long
segments, which result in small TSPs. Given the solution of
the TSP, it is trivial to calculate the path of the UAV.



ζ1, h,
td, ti

ζ2, h,
td, ti

h = 0 and ti ≥ r2

h > 0 and td ≥ r1

Fig. 3: Finite-state machine defining when UAVs change distance
in Part-TSP. At every time step, the UAV decides to change distance
considering the current distance ζz , the number of corroded cells to
inspect h, as well as the time from the last corroded cell detected
td and inspected ti with respect to the thresholds r1 and r2.

1) Distance Change with FSM: The algorithm for chang-
ing inspection distance has a considerable impact on Tc and
Tm. As depicted in Fig. 3, a UAV at distance ζ2 changes to
ζ1 if corroded cells are detected (h > 0) and the time from
last corroded cell detected td is greater than the threshold
r1. The UAV at distance ζ1 changes to ζ2 if all corroded
cells detected were inspected (h = 0) and the time from last
corroded cell inspected ti is greater than the threshold r2. If
corrosion is expected in the sub-area assigned to the UAV
(matrix C ′), the UAV starts with h > 0, changes to distance
ζ1 after td time steps (if starting from ζ2), and visits all
expected corroded cells according to the shortest path. This
behavior allows achieving a short Tc.

The conditions td ≥ r1 and ti ≥ r2 help to reduce the
number of distance changes and, in turn, to minimize Tc and
Tm. If these conditions are not used (r2 = r1 = 0), the UAV
goes immediately to ζ1 when one or more corroded cells are
detected and transitions back to ζ2 just after inspecting all
of them. This strategy might work well for small and sparse
corrosion patches, but not for large clusters. When detecting
part of a large cluster, the UAV immediately reduces the
distance to ζ1, inspects the cells detected, and goes back to
ζ2. In going back, the sensing range increases and the UAV
discovers new corroded cells part of the cluster. Therefore,
it reduces the distance again, i.e., it oscillates between
the two distances until the entire cluster is inspected. An
intuitive way to avoid or mitigate this behavior is to delay
the transition to ζ2 as long as the drone is inspecting new
corroded cells, i.e., ti ≥ r2. It might also be advantageous
delaying the transition to ζ1 to detect more corroded cells
during the coverage phase, i.e., td ≥ r1.

The values of r1 and r2 that minimize Tc and Tm depend
on the corrosion distribution, sensing ranges at different
distances, and time necessary to switch between distances.
Simulation results (not shown for space reasons) based on a
scenario with medium corrosion (pC = 0.005 and lC = 5 as
in Fig. 2) lead to the following insights: 1) r1 has the most
significant impact on performance. 2) For a small difference
in sensing range (s1 = 5, s2 = 7) it is advantageous to have
a small delay on both plane transitions (r1 = 1, r2 = 1). 3)
As s2 increases (s2 = 9, 11) it is better to transition back
to ζ2 as soon as possible (r2 = 0) and delay the transition
to ζ1 (r1 = 2, 4). This is intuitively explained by the fact

that as s2 increases, the time step to change distance uz
increases linearly, but the number of cells sensed increases
quadratically. For the numerical examples presented in the
paper, we assume r1 = 2 and r2 = 0.

2) Division in Segments: The region assigned to the UAV
is divided in horizontal segments with height equal to the
sensing side s in the current inspection plane. In terms of
matrix representation, segments are built selecting s rows at
a time in the map matrix M , and sweeping along columns
in search of cells with a targeted value. The targeted value
is 0 (unknown) if the UAV is planning for coverage, or
2 (expected/detected corrosion) if the UAV is planning for
inspecting corrosion patches. The process is repeated for the
entire matrix. The outcome of this process is a graph with
2g nodes, where g is the number of segments that cover the
region. Using the division in segments allows to have small
graphs for large uniform areas and, in turn, to solve small
TSPs.

3) Path Computation with TSP: The TSP is solved on a
complete undirected graph with nodes in V = {0, 1, . . . , 2g+
1}, where node 0 is the current position of the UAV,
nodes 1, 3, . . . , 2g − 1 are left ends of segments, nodes
2, 4, . . . , 2g are right ends of segments, and 2g + 1 is an
artificial node necessary to minimize the open path instead
of the closed one. Since the graph is complete, it contains
|E| = |V| (|V| − 1) /2 edges, with |V| = 2 (g + 1). The cost
of going from node i to j is the Manhattan distance di,j
between the positions of the two nodes on the grid (xi, yi)
and (xj , yj).

We use a Dantzig–Fulkerson–Johnson formulation for
the TSP [18] (6-12).

min
∑

(i,j)∈V2:i>j

di,jei,j (6)

∑
i=v,j<i

ei,j +
∑

j=v,i>j

ei,j = 2 ∀v ∈ V (7)∑
(i,j)∈S2:i>j

ei,j ≤ |S| − 1 S ⊊ V, |S| ≥ 2 (8)

e2l+2,2l+1 = 1 ∀l = 0, 1, . . . , g − 1 (9)
e2g+1,0 = 1 (10)
d2g+1,j = 0 ∀j ∈ V, j ̸= 0, j ̸= 2g + 1 (11)
ei,j ∈ {0, 1} ∀i, j ∈ V, i ̸= j . (12)

In the integer program, the variable ei,j is 1 if the edge
is part of the solution path in one of the two directions,
and 0 otherwise. Since the graph is undirected, ei,j ≡ ej,i.
However, we only use ei,j with i > j. Eq. (6) states that the
objective is to minimize the path length. The sum is done
on all pair of nodes such that the second node is smaller
than the first, i.e., on all edges of the graph in one direction.
Eqs. (7) state that every node must be visited once, i.e., must
have two edges, one incoming and one outgoing. Eqs. (8)
state that there cannot be sub-tours. Having a constraint for
every possible sub-tour would be unfeasible. Therefore, we
first solve the problem without sub-tour constraints. As sub-
tours appear, we add the related constraints and compute a



new solution until finding one without sub-tours. Eqs. (9)
guarantee that the paths along the segments are included in
the solution, i.e., the surface of interest is covered. Since
we are interested in minimizing the open path between the
position of the UAV and one of the ends of a segment, we
introduce the artificial node 2g+1 that is connected to node
0 (UAV position) (10), and has equal distance from all other
nodes. These distances are set to zero to not impact the
path length (11). We find the minimum closed path on this
problem and remove node 2g+1 from the solution. Eqs. (12)
state the values that the decision variables can assume.

B. Frontier-Based Inspection

We here propose a second solution that, instead of relying
on an initial partition of the surface, provides a fully coop-
erative strategy. Although this might result in an increase of
overlapping information if compared with the partition-based
solution, this approach presents the advantage of being robust
with respect to the possible failure of one or more UAVs.

To solve the considered inspection problem, integrating
the prior information on the corrosion distribution and main-
taining the guarantees of complete coverage of the entire
environment, we propose a solution based on the concept
of frontier [19]. A frontier, which is usually introduced to
efficiently explore unknown environments, is defined as the
division between the already detected and the still unknown
environment. Once the set of frontiers at a given time
has been identified, each robot selects one of them as its
new goal. In the case of single-robot exploration, the most
intuitive solution is to travel towards the closest frontier.
When multiple robots are involved, a more complex strategy
needs to be adopted to avoid overlap between them. In
our scenario, the information on the expected presence of
corrosion (both from prior information and online detection)
will also be taken into account.

To do so, we introduced the following utility function:

Uf = α
1

dHP
+ (1− α)

1

dC
, (13)

where dHP is the distances between the frontier and its closest
undetected point with high probability of corrosion, dC is
the distance between the frontier and its closest detected
corroded point (equal to the grid resolution if the frontier
itself is corroded), and α is a weight constant. The second
term is justified by the assumption that corrosion is often
present in clusters and the detection of a corroded spot can
be interpreted as a high probability of finding more corrosion
in proximity.

To select the best frontier to assign to a given UAV, we
also take into account the traveling cost by introducing an
additional term depending on the distance df between the
UAV and the frontier. In this way, in the case of a single
UAV performing the inspection task, the frontier assigned at
each iteration would be the one solving:

f∗ = argmax
f

(
Uf + β

1

df

)
. (14)

Fig. 4: The main steps of the frontier-based approach.

In case of multiple cooperating UAVs, we propose a
solution inspired by the exploration approach presented in
[15] to exploit the same utility function defined in eq. (13)
and coordinate the UAVs in order to minimize the possible
redundancy in the acquired information. The idea behind
this algorithm is to proceed with an iterative robot-frontier
assignment where, at each step, the utility of frontiers close
to the already assigned frontiers is reduced. More formally,
at each iteration, a couple (robot, frontier) is selected by
solving a problem analogous to (14), i.e.

(r∗, f∗) = argmax
(r,f)

(
Uf + β

1

dr,f

)
(15)

with dr,f equal to the distance between the UAV r and the
frontier f . Once an optimal couple has been identified, the
utility function Uf is updated. Let us consider that the first
m frontiers f1, ..., fm has been selected, the utility of the
remaining frontiers will become:

U(f |f1, ..., fm) =

m∏
i=1

P (||f − fi||)Uf (16)

where the reduction function P (d) is defined as:

P (d) =

{
d

2s2
if d < 2s2

1 otherwise.
(17)

In this way, the utility of all frontiers closer than 2s2 from the
assigned targets is significantly decreased, forcing the fleet
of UAVs to spread over the environment and so reducing the
probability of having overlapping fields of view.

When a corrosion point appears in the newly explored
environment, it is inspected before continuing the selection
of a new frontier. The search is then maintained at close-up
distance until no detected corrosion is left to inspect or high
probability regions are present within a distance of 2∆ζ =
2(ζ2−ζ1) (see Fig. 4). It is important to note that relying on
frontiers guarantees that the environment can be completely
covered and thus, no target will remain undiscovered.

V. SIMULATION RESULTS AND ANALYSIS

A. Simulation Setup

The approaches proposed in this paper are evaluated with
a multi-agent simulator (see Fig. 5) based on the MESA
framework [2]. UAVs can move in four directions on a
rectangular grid (x, y coordinates) and have a state variable
to store the distance from the hull (z coordinate). The grid



Fig. 5: MESA simulation, Part-TSP (top) and Coop-Frontier (bot-
tom). The DARP areas (top) are in different colors. Green: inspected
corroded cells, orange: corroded cells, blue: cells in sight, light red:
frontiers, dark red(bottom)/lighter color(top): explored cells, white:
target position of a UAV.

has length a = 230 and height b = 30 cells. Every cell
represents a square with a side of 0.5 m in real life. The shape
of the hull is a 2D section taken from the 3D model of a real
hull. We assume that UAVs move from one cell to the other
in a constant time uxy = 1 second, and change z in a constant
time uz whose value depends on the difference between the
distances for close-up ζ1 and standard ζ2 inspection. These
distances are related to the sensing side s1 and s2 through
the camera angle θ. For all simulations, we fix s1 = 5 cells
(2.5 m) and s2 = 7, 9, 11 cells (3.5, 4.5, 5.5 m). Assuming a
camera angle of θ = 90 degrees, the difference between the
inspection distances ζ2 − ζ1 = 1, 2, 3 cells (0.5, 1, 1.5 m),
which correspond to a time uz = 1, 2, 3 seconds, respectively.
To create the map reflecting an imprecise prior knowledge
on the positions of corrosion clusters, we consider both
false positive and false negative probabilities as explained
in Section III (see Fig. 2).

B. Comparative Performance Evaluation

We evaluate Part-TSP and Coop-Frontier in three corrosion
scenarios (Fig. 6 and 7): 1) the first scenario is a reference,
i.e., the parameters of the corrosion distribution (pC and lC)
are homogeneous on the hull, and the prior information is
perfect (C = C ′); 2) the second scenario investigates how the
performance changes with imperfect information, i.e. C ′ has
both false negatives and false positives; 3) the third scenario
studies the effect of a inhomogenous corrosion distribution,
i.e., the front half of the hull has more and larger clusters.

The proposed algorithms are compared to a partitioned
lawnmower approach at fixed distance ζ1, a solution widely
used in literature and our baseline. In this approach, the
area of interest is partitioned in sub-areas as for the Part-
TSP. Every UAV swipes its sub-area at close distance ζ1
in horizontal segments from one side of the sub-area to the
other, and moves to the next segment (from bottom to top)
when the current segment is covered. Since UAVs do not
change distance or use prior information, the performance
of this policy does not depend on the parameters s2, pTP,
and pFP. Furthermore, we evaluate a version of the TSP ap-
proach non using prior information (Part-TSP0) to investigate
the impact of prior information on performance. All these
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Fig. 6: Corrosion inspection time Tc and mission time Tm for
scenarios with perfect information (a1/a2), imperfect information
(b1), and inhomogeneous corrosion distribution (c1). Columns
heights are averages and error bars are standard deviations.

comparisons are done with a light/medium corrosion as more
commonly encountered in real applications. Heavy corrosion
is unrealistic for the application of interest. Quantities are
obtained averaging on 50 instances of corroded maps.

1) Perfect information: Given perfect information, Part-
TSP is the fastest at inspecting corroded areas, i.e., c(t)
is at the left of other curves (Fig. 7 a1). The sensing
side s2 impacts the discovery of corroded cells not known
in advance, but not c(t) directly. Therefore, it does not
impact Part-TSP if C = C ′. On the contrary, Part-TSP0 has
considerably better c(t) for s2 = 11 than for s2 = 7 because
it is able to discover more corroded cells per time unit. The
better c(t) of Part-TSP compared to Part-TSP0 comes at the
cost of slightly worse Tm (Fig. 6 a2) due to the fact that UAVs
cover some areas more than once to inspect the corroded
cells first. Coop-Frontier is faster than Part-TSP0 to inspect
most of the corroded cells (up to 80-95% approximately), but
slower to inspect the last corroded cells (Fig. 7 a1), which
results in a greater Tc (Fig. 6 a1). A possible explanation
is that UAVs using Coop-Frontier interfere with each others
path and tend to cover the same area more than once toward
the end of the mission because space partitioning is not used.
Regarding the mission time Tm, Lawnmower is better than
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Coop-Frontier and similar to Part-TSP for s2 = 7 (Fig.
6 a2). However, is it similar to Coop-Frontier and worse
than Part-TSP for s2 = 11. Changing distance with the hull
is advantageous to achieve a fast inspection if the sensing
range at ζ2 is sufficiently large because the time necessary
to change distance increases linearly while the sensing area
increases quadratically. Similar considerations hold for m(t).

Part-TSP achieves considerably smaller Tc than other
algorithms and slightly worse Tm than Part-TSP0 (Fig. 6
a1 and a2). This difference in performance between all
algorithms is more prominent for smaller fleets: as the fleet
size increases, the area per UAV decreases, and UAVs paths
become less important. Furthermore, the performance gain
from additional UAVs is reduced as the fleet size increases.
An explanation for partitioned approaches is that some

subregions have significantly more corrosion than others if
there are many small subregions. Therefore, some UAVs will
finish early and wait for the UAVs in the subregions with
more corrosion. Coop-Frontier does not have this problem.
However, as the fleet size increases, UAVs interfere more
with each others’ path and tend to cover the same areas
more than once. Similar interpretations apply to the close-up
inspection times. However, the difference in the performance
of different algorithms is less pronounced.

2) Imperfect information: We consider both false negative
and false positives in the prior information. Intuitively, pTP
is approximately the percentage of truly corroded clusters
known in advance, whereas pFP can be interpreted in compar-
ison with pC. For light/medium corrosion, in first approxima-
tion, the number of clusters given as false positive is pFP/pC



times the number of truly corroded clusters. Part-TSP per-
formance degrades with imperfect information and becomes
dependent on s2 (compare a1 and b1 in Fig. 6 and 7). Since
not all clusters are given as prior information, c(t) bifurcates
at the time instant such that all know corrosion cells are
inspected. Coop-Frontier is considerably more robust with
respect to imperfect information. An intuitive explanation is
that, while Part-TSP inspects the prior corrosion first, Coop-
Frontier seeks to find a balance between inspecting corrosion
known in advance and exploring nearby frontiers. However,
Coop-Frontier does not outperform Part-TSP in the scenario
discussed. The impact of imperfect information on both Part-
TSP and Coop-Frontier is modest for m(t) (Fig. 7 a2 and
b2) and very minor for Tm (not shown).

3) Inhomogeneous corrosion: Part-TSP0 performance de-
grades considerably if corrosion is inhomogeneously dis-
tributed (compare a1 and c1 in Fig. 7). Since the initial space
partitioning does not consider the corrosion distribution, c(t)
and m(t) are mostly determined by the UAVs working
in the most corroded sub-regions. An important cause of
the increased time is the transitioning between distances
ζ1 and ζ2 in highly corroded regions. Part-TSP exploits
prior information to minimize the number of transitions and
mitigate the performance loss. Coop-Frontier is also robust
to inhomogeneous corrosion because it does not rely on the
initial partitioning.

The impact of the single parameters pTP, pFP, pC front/back
(inhomogeneity) on c(t) for all algorithms considered are
shown in Figure 8 b1, b2, c1, respectively. In all these
scenarios, Coop-Frontier appears more robust than Part-TSP,
but it is still outperformed by Part-TSP. However, if all the
elements come together in one scenario (Fig. 8 c2), Coop-
Frontier outperform all other algorithms.

VI. CONCLUSION

This paper investigates how to exploit prior information
to plan the path for a fleet of autonomous UAVs inspecting
large surfaces at two resolutions. UAVs cover the surface
of interest at low-resolution to detect corrosion patches or
other defects. If corrosion is detected, they get close to
the surface to acquire high-resolution images. We propose
two approaches for this bi-resolution inspection problem
(Part-TSP and Coop-Frontier) that compute paths to inspect
all corrosion patches as soon as possible while keeping a
reasonable mission time.

Extensive simulations involving inhomogeneous corrosion
patterns and imperfect prior information show that: 1) Both
Part-TSP and Coop-Frontier inspect corrosion faster than
the widely used lawnmower approach. 2) Part-TSP performs
better than Coop-Frontier in most cases and, in some cases,
completes the inspection of corroded areas in less than
half the time of other approaches. This excellent perfor-
mance comes at the price of a minor increase in mission
time compared to a similar TSP approach that seeks to
minimize the mission time. 3) Coop-Frontier does not use
space partitioning and is significantly more robust than Part-
TSP to unreliable information. For these reasons, Coop-

Frontier is the best performing approach in extreme scenarios
such as heavy inhomogeneity combined with little unreliable
information.

In the future, we aim to further improve our solutions,
firstly by including the prior information also in partition
step, to obtain non-uniform regions that take into account
the predicted inspection time; secondly by allowing an online
recomputation of the partition to avoid that UAVs remain idle
when they complete their assigned area while others are still
inspecting different parts. It is also our intention to consider
more complex surfaces, with forbidden areas and obstacles,
and to finally deploy and evaluate our solutions with real
UAVs in the context of the BugWright2 project.
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