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Abstract
On-line boosting is a recent breakthrough in the machine learning literature that has opened new possibilities in many diverse fields. Instead of generating a
static strong classifier off-line, the classifier can be built
on-the-fly on incoming samples. This has been successfully exploited in treating computer vision tasks such as
tracking as a classification problem thus providing an
intriguing new perspective to an old subject. Known
solutions to the on-line boosting problem rely on a fixed
number of weak classifiers. The first main contribution of this paper removes this limitation and shows
how a dynamic ensemble can better address the tracking
problem by providing increased robustness. The second
proposed novelty consists in a mechanism for detecting scale changes of tracked targets. Promising results
are shown on publicly available and our own video sequences.
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Introduction

Boosting is a well-known method that has been used
for a wide spectrum of machine learning tasks. Its robustness and incredible variety of possible applications
have made the fortune of this technique. In particular,
the Adaboost meta-algorithm has attracted much attention in the field of computer vision after the work
of Viola and Jones on the face detection problem (see
[17] for a recent tractation).
After almost a decade of research on boosting, which
has generated a number of variations of the original
off-line algorithm, a new strong impulse to the field of
ensemble classifiers was given by the work of Oza [13]
where he conceived on-line versions of the bagging and
boosting algorithms, and demonstrated their equivalence to their off-line counterparts. Therefore, he formulated a general framework for real-time updating en-

semble classifiers. As shown in the recent work of Grabner and Bischof [7], on-line boosting can be successfully
applied to real-time computer vision tasks such as target detection, background updating and tracking. In
particular, they continued on the way paved by Avidan
(see [3] for a recent tractation) who proposed tracking
as a classification problem.
In real world scenarios the appearance of a moving
object, as it is captured by a video sensor, is very likely
to vary due to changes in perspective, shape, illumination, and the possible occurrence of occlusions. Combining multiple features is a winning strategy in terms
of achieved robustness and accuracy [23], however it
can prohibitively increase the computational burden to
the point of preventing real-time performance. Therefore, it would be more attractive to dynamically select
a reduced set of the most expressive features to describe the object of interest for each time instant. This
problem is called feature selection and has recently attracted the attention of the researchers in the field of
computer vision. As clearly stated in [5], the problem
of subset feature selection is to find m features that
best complement each other for the current classification task. In particular, the tasks of detecting and
tracking an object largely depends on how distinguishable it is from the background. Therefore, among the
multitude of features that could be employed to describe an object, the subset including those that best
discriminate between object and background should be
chosen as the most representative and robust.
In the work of Grabner and Bischof [7] this technique
is shown to be real-time and robust to occlusions. However, their implementation uses a fixed number of weak
classifiers to form a strong classifier via an architecture
that selects, from a limited pool, the best features to
describe the object at each time instant. A fixed number of features to be chosen among a limited pool eases
the implementation of an on-line algorithm for feature
selection, however this could be limiting for describing

a target that is subject to scale and shape variations.
Also in [14] the scale problem is not considered. In
this case, no classifiers are discarded from the ensemble
when the error is greater than random guessing, but the
internal parameters of the boosted weak classifiers are
tuned instead.
All these works track a fixed-size object. Small variations in the shape or in the dimension of the target
are tolerated, but not explicitly addressed. In [20] a
dynamic variation of the ensemble cardinality that supports multiscale tracking is proposed, and the ensemble
is rearranged in a classifiers cascade fashion. However,
the cascade structure is inherited from a batch boosted
step, and the novelty consists in changing the threshold for each level of the cascade according with the
error of the features belonging to the level. Moreover,
the authors add more base classifiers to the end of the
cascade, that is the last level.
In this paper, we propose a dynamic ensemble to
address the problem of tracking as classification. The
cardinality of the ensemble can automatically grow to
address scale changes and to respond to difficult conditions such as occlusions and shape transformations
(Section 3.1). The number of classifiers does not grow
indefinitely, as the ensemble is automatically reduced
to save computational requirements when no particular condition occurs and the ensemble is “overqualified”. We also dynamically organize the classifiers in a
cascade to speed-up the probing phase in each frame
(Section 3.2). This computational saving allows us to
apply the classifier at different dimensions on the image to detect possible scale changes of tracked objects
(the mechanism is proposed in Section 3.3). The pool
of possible features is updated depending on the target
size; this allows to keep tracking the target as it undergoes shape and scale changes. Finally, the presented
work is suited for fixed and mobile camera, and it does
not require any previous knowledge of the target.
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Background

Tracking is a key processing step for many computer
vision applications (see [22] for an extensive account) in
which moving objects have to be located in consecutive
video frames. The task is not an easy one since sensor
noise, illumination changes, and occlusions are typical
issues that have to be dealt with to keep each target
associated with its label.
An interesting new approach is to treat tracking as
a classification problem as proposed by Avidan in [2]
using support vector machines. A binary classifier is
trained to distinguish a given object in the scene from
the background. At each time instant t the classifier

locates the most probable position in the image of the
model developed up to the previous time instant t − 1.
The region located at time t is used to update the classifier and the process is repeated. This approach is
particularly appealing as the classifier is continuously
updated by learning the current appearance of the target.
Real-time performance is a quality always appreciated in tracking algorithms. This is quality becomes a
particularly stringent requirement for applications such
as video-surveillance [9]. Boosting was already an attractive technique for off-line classification as demonstrated by the vast literature on it. Recently, the seminal work of Oza [13] gave further thrust to this topic
by proposing an on-line and fast implementation that
has opened a whole new world of possibilities.
In the following sections, after a brief account of the
key concepts of boosting, we address some of the issues
of the current implementations of on-line boosting for
tracking.

2.1

Boosting

The aim of boosting is to combine many weak (base)
classifiers in order to form an ensemble whose performance is better than that of the base classifiers [6].
The major concepts and the biggest difference between
on-line and off-line boosting are here briefly explained.
2.1.1

Off-line boosting

The off-line boosting technique is employed to generate
from an overcomplete set of features a final classifier of
the form
!
T
X
H(x) = sign
αt ht (x)
(1)
t=1

where each hypothesis ht is slightly better than random guessing and αt are the coefficients used by linear
combination. At each epoch t, the choice of the best
classifier ht depends on its training error t with respect
to the probability distribution Dt on the learning samples x and their correspondent labels y, such that
X
t = P ri∼Dt [ht (xi ) 6= yi ] =
Dt (i) < Θ (2)
i:ht (xi )6=yi

In this way, the best hypothesis is chosen and added
to the strong classifier in a greedy fashion according to
the error minimization.
2.1.2

On-line boosting

The on-line boosting technique, firstly introduced by
Oza [13], is used to model a new strong classifier or to

update a previously built one, in order to adapt the
ensemble to better recognize the target. The strong
classifier becomes
!


M
X
1 − m
H(x) = sign
log
hm (x)
(3)
m
m=1
where M is the number of weak classifiers fixed a priori. In this case, the training samples are processed
one-by-one and, since no distribution on the samples is
available, a distribution on the weak classifiers is maintained at each step. It is proved that for a number of
training samples growing to infinity (or for M → ∞)
the on-line and the batch boosting algorithms converge
to the same classifier [13].
The learning parameter λ is used to estimate the
importance of the sample that is propagated through
the set of hypotheses. It modifies the correctly recognized samples weight λsc
m and the misunderstood sam,
determining
the accuracy of each hyples weight λsw
m
potheses hm in terms of its error
m =

λsw
m
+ λsw
m

(4)

λsc
m

Notice that, while in the off-line method a distribution
of the samples is always available to all classifiers, in online boosting it is approximated by the learning weights
for each selected classifier.
In our case, we follow the approach suggested in
[15], where the on-line approach is modified to balance the skewness of the labels presented to each of
the weak classifiers. The skewness between the (two)
classes corresponds to a different importance weight
that is involved in the boosting process. As in [19] a
parameter k penalizes false negatives with respect to
false positives. The error of a single classifier becomes
m

√
λf p
λfmn km + √km
m
≈
((λfmp +λtn
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fn √
m)
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k

(5)
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where
are, respectively, the weights
of true positive, true negative, false positive and false
negative examples.
In the work of Grabner and Bischof [7] and Grabner et al. [8], an architecture based on boosted selectors is presented. A selector is defined as a function
that returns the best classifier among a limited pool
, ..., hweak
}, that is,
of base classifiers Hweak = {hweak
1
M
sel
weak
h (x) = hm (x) where m is chosen according an optimization criterion such as minimum error ei among
the classifiers so that m = arg mini ei . A fixed number
of selectors (50) is mentioned in the experiments, each
of them picking a classifier out of a set of 250.

A fixed number of selectors, and most of all, a limited number of features actually probed on each frame
are a guarantee for real-time performance. However,
such an architecture artificially constraints the classifier as the number of selectors and the cardinality of
the pools must be chosen a priori.
In this paper, we start again from the on-line boosting algorithm invented by Oza [13], and we give our
own adaptation for the task of feature selection. As
it will be explained in the following sections, in this
work, both the number of classifiers forming the ensemble and the cardinality of the pool are dynamic to
better adapt the ensemble to the tracking problem and
to better support scale and shape changes of the targets.
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Proposed solution

A previous batch step that generates a finite classifier is a good way to exploit the size M of the final
strong classifier, but this is not always suitable, i.e., in
the case of the tracking of an unknown object. Moreover, the fixed number of features M can be limiting for
describing the object or, on the contrary, the ensemble
could be overqualified and, thus, waste computational
resources.
The main idea presented in this paper is to build
and update the set of weak classifiers Hweak depending on value of the ensemble error H , and, then, to
construct a fast classifiers cascade similar to [18]. This
process allows to save time that can be used in new
evaluations at multiple scales in multiple locations for
an exhaustive search.

3.1

Dynamic ensemble

At each frame t, after finishing the on-line learning
procedure, erroneous base classifiers can be removed
from the pool Hweak . The weak classifiers with error
greater than random guessing (0.5) are taken out of
the set. The remaining K contribute to calculate the
ensemble error H
1 X
k
(6)
H =
K
k:k <0.5

The weak learners not contributing to Eq. (6) are replaced in the classifiers pool Hweak at time t + 1 with
new hypotheses. This procedure helps to regenerate
the diversity of the weak classifiers set, and, then, of
the strong classifier. When the target changes size, the
pool is modified to include the new possible features
or to discard the features that are not compatible with
the new dimensions.

The ensemble error H is useful to understand the
difficulty of the sample in relation to the ensemble. If
this measure grows, the ensemble could have difficulties in recognizing the target and more (or different)
classifiers are required. Otherwise, when the error decreases, the ensemble could be redundant and, thus,
some features could be discarded. This last part can
be easily done by removing weak learners according to
a predefined policy. For example, one could choose to
randomly remove features so that Θlow < H < Θhigh .
The process of adding features is more complex as
it requires an update-and-train step. The proposed
framework considers a threshold Θhigh for the ensemble error. When it is crossed, a random feature is drawn
from the abstract pool and the corresponding base classifier hr is trained on the previously collected samples.
If r < 0.5 holds, it is added to the ensemble. The loop
is repeated until the Eq. (6) is satisfied. The entire
process is described by Algorithm 1.

3.2

Classifiers cascade

In [18] Viola and Jones proposed to build a cascaded
classifier to speed-up the application of the ensemble.
They exploited the fact described in [1] that more accurate detectors produce the narrowing of the focus of
attention on specific regions of the image where the
object is likely to be present. In [18, 4, 21], the cascade was trained on a bulky amount of previously collected data, with a so called “off-line” learning procedure. Our idea, detailed in [16], is to build on-the-fly at
every round a fast classifiers structure, without inheriting any structure, and without requiring any previous
knowledge of the target class.

3.3

Scale changes

The cascade process reduces the time of application
of the classifier on the region of interest x. The time
saving cascade allows to evaluate the detector at n different scales at different locations to test if the target has increased or decreased its size. At each frame,
the strong classifier H generates a matrix of confidence
values M apsc for each search scale sc. The values of
M apsc represent the level of confidence of the classifier
in estimating the presence of the searched target for
each possible location.
The most probable location in M apsc is the pixel
with the maximum confidence. Let p be a generic pixel
of M apsc
H , then the most probable location is given by


sc
arg max arg max (M ap (p))
(7)
sc

p

Algorithm 1: Dynamic online boosted ensemble
Require: Strong classifier H previously initialized
Require: Base learners set Hweak
Require: Base learner model L0
for t = 1, 2, . . . , T do
// Apply classifiers cascade
s ← 0 // Number of samples
for every subwindow xt,k in F ramet do
if Ht (xt,k ) > max(Ht (xt )) then
yt,k ← 1 // Positive sample
else
yt,k ← −1 // Negative sample
end if
s←s+1
end for
for every discarded learner at t − 1 do
Hweak ← hrandom // Add random base
learners
end for
// Train the set Hweak
for each training sample (xt,k , yt,k ),k = 1, . . . , s
do
λ←1
OnlineBoosting(Hweak , L0 , (xt,k , yt,k ), λ) [15]
end for
// Remove erroneous hypotheses and get
ensemble error
H ← 1
for hm ∈ Hweak , m = 1, 2, . . . , M do
if m ≥ 0.5 then
remove m
else
H ← H + m
end if
end for
/* While the global error is greater than
expected, train on-the-fly new hypotheses */
while H ≥ Θhigh do
// Train random feature hr
OnlineBoosting(hr , L0 , (xt,k , yt,k ), λ) [15]
if r ≤ 0.5 then
Hweak ← hr ; H ← H + r
end if
end while
// Build the cascade with the learners in Hweak
for l = 1, 2, . . . , L do
for hm ∈ Hweak , m = 1, 2, . . . , M do
if m ≤ θl then
Hlweak ← hm
end if
end for
end for
end for

Figure 1. Experimantal results on a public sequence [10] to test scale changes. First column: original
frame. Second, third and fourth columns: confidence maps for scale variations (−10%, 0, +10%
respectively). The highest confidence map is framed with a black box.

where M apsc (p) = Htsc (p) = conf sc (p) If the maximum is found at a scale sc of the search region different
from the current one, then the size of the search region
is updated accordingly.
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In this section several experiments are presented, in
order to demonstrate the effectiveness of the proposed
approaches for what concerns the adaptivity given by
the dynamic replacement of the features combined with
the flexibility of the scale changing.

4.1

Figure 2. LBP application scheme.

Experimental Results

Features

As weak learners, we employed bayesian classifiers
based on Haar features (described in [11]) and on Local
Binary Patterns [12], computed as shown in Fig. 2.
While Haar features encode the generic shape of the
object, LBP features capture local and small texture
details, thus having more discriminative capability.
For each hypothesis hk two normal distributions

Figure 4. First row: dynamic (blue) and static (red) ensemble error comparison on the sequence of
Figure 3. Second row: number of weak learners in the dynamic process.

Figure 3. Experimental results on a PTZ camera. Top to bottom: dynamic ensemble (cascade type 2) and fixed size classifier results.

2+
−
2−
N (µ+
k , σk ) and N (µk , σk ) are maintained over observed positive and negative samples respectively [7].
This simple but effective classifier gives an interpretation to the non-metric features. When a scale change
is applied, the Haar features dimensions are resized coherently with the new scale and the shape of the feature. Regarding the LBPs, the dimensions of the nine
areas that compose the feature are increased or reduced
equally.

4.2

Scale changes

A public video sequence [10] has been employed for
this experiment. Our aim is to show how the dynamic
ensemble classifier automatically selects the best scale
and location for the object that is tracking. The ensemble is the cascade of type 2 based on Haar features,

that has been proposed and exhaustively tested in [16].
In Figure 1, we can see the original frame placed
on the left, and the confidence maps for minus 10%,
normal, and plus 10% scale respectively reported in
the second, third, and fourth column respectively. The
scale with the maximum confidence is framed with a
black box. The first image from the top is the starting
frame; the classifier has been initialized with a patch
of the face, and the different search scales are marked
in white, blu and red. In the second frame the subject
is occluded more than 50%. As it can be seen, the
classifier is robust to occlusions. In the third frame a
scale change has been detected; the +10% search area
has in fact a higher confidence peak. The same applies
for the last frame.

4.3

Dynamic ensemble

In this section, some experiments performed on realworld video sequences are presented to validate the dynamic approach.
At every frame, we employ the cascade framework
to speed up the application of the ensemble. The
thresholds are fixed at θ0 = 0.1, θ1 = 0.25 and
θ2 = 0.4 respectively, while the ensemble error threshold is Θhigh = 0.4.
In Figure 3 a comparison between a classifier with
a fixed number of features and a dynamic ensemble is
presented. The video is the PTZ camera sequence cited
before. On a AMD Athlon64 TM 3500+ with 1GB of
RAM the system processed the output at 20f ps. The

Figure 5. CAVIAR sequence with two pedestrians.

first row shows the dynamic classifier results, while the
second row represents the target tracked by the fixed
size classifier, built using 150 features. In Figure 4,
the comparison of the two ensemble errors (red for the
fixed size and blue for the dynamic classifier) is plotted,
while in the last row is drawn the number of features
that represent the whole cascade in the dynamic set.
As we can see, while the error increases, the number of
classifiers employed grows, but also the performances
are improved. The first row shows that the dynamic
tracker is more accurate. In this sequence the object
starts with a lateral perspective position, and moves
toward the entrance of the building. The point of view
is, then, from above, and the shape changes slowly. The
error of the cascaded ensemble decreases as epochs proceed, but it increases in the last part of the sequence,
reflecting the shape variation. As we can see from the
second row of Figure 4, the rising difficulty to detect
the target corresponds to a progressive augmentation
of the amount of features in the ensemble.
In the second experiment, a public sequence belonging to the CAVIAR 1 dataset has been employed. In
this case, a simple background subtraction technique
could not be applied during all the frames of the sequence because of the sudden shadows on the floor and
because of illumination changes. On the contrary, the
detection via classification is more robust and can be
used at each frame. In Figure 5 the results of the type
2 cascaded ensemble built with a maximum of 100 features are shown. The two pedestrians are tracked by
two different ensemble instances. As we can see from
Figure 6, the error of the first ensemble that tracks the
first pedestrian is generally higher than the second one,
due probably to the similarity between the upper part
of the man and the floor, and it raises when the man
disappears exiting the scene. The second ensemble error is high at the beginning, when a partial occlusion
of the subject occurs, and it decreases when the second object walks unoccluded in the corridor. On the
1 http://homepages.inf.ed.ac.uk/rbf/CAVIAR/

contrary, when the subject crosses an area where shadows are marked and its shape is not well delimited, the
error grows and more features are added in the ensemble, as we can see from the first figure. In both cases,
when the error increases, the amount of features in the
ensemble increases. The static ensemble error is lower
when the subjects enter the scene, but does not decrease rapidly due to the slow features interchange of
the ensemble.

5

Conclusions

In this work, we have proposed two main novelties
over existing implementations of on-line boosting for
feature selection in tracking applications. The first one
consists in a dynamic ensemble of classifiers that automatically adapts its complexity to the difficulty of
the classification problem. The second improvement
consists in a scale change detection mechanism that
exploits the fast cascaded ensemble to detect dimensions variations of tracked targets and thus automatically update the pool of possible features. Experimental results conducted on standard and our own video
sequences have shown the potential of the proposed
approach.
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