Animating Shapes at Arbitrary Resolution with Non-Uniform Stiffness
Matthieu Nesme, Yohan Payan, François Faure

To cite this version:

HAL Id: inria-00394475
https://hal.inria.fr/inria-00394475
Submitted on 11 Jun 2009

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Abstract

We present a new method for physically animating deformable shapes using finite element models (FEM). Contrary to commonly used methods based on tetrahedra, our finite elements are the bounding voxels of a given shape at arbitrary resolution. This alleviates the complexities and limitations of tetrahedral volume meshing and results in regular, well-conditioned meshes. We show how to build the voxels and how to set the masses and stiffnesses in order to model the physical properties as accurately as possible at any given resolution. Additionally, we extend a fast and robust tetrahedron-FEM approach to the case of hexahedral elements. This permits simulation of arbitrarily complex shapes at interactive rates in a manner that takes into account the distribution of material within the elements.

Categories and Subject Descriptors (according to ACM CCS): I.3.5 [Computer Graphics]: Physically based modeling
I.3.7 [Computer Graphics]: Animation

Keywords: physically based animation, finite elements, deformable modeling, real time simulation

1. Introduction

Physically-based animation has generated a growing interest over the last twenty years, because it allows a virtual object to realistically react to external input rather than replay pre-computed animations. However, it is not yet widely used in real-time applications such as video games, because physical models are difficult to tune and their animation is computationally expensive.

In this paper, we propose a novel approach to tackle these difficulties in the case of viscoelastic deformable bodies. Viscoelastic deformation can be used to model a wide range of real-world objects, including biological tissues, cloth, and a variety of deformable manufactured objects. They are modeled as a continuous material subject to physical laws relating local strain to local stress, and discretized over a finite number of degrees of freedom to allow numerical simulation. This has been deeply studied in the domain of mechanical engineering [Bat82], and a wide variety of material laws and discretization methods has been proposed. In the computer graphics community, the seminal paper of Terzopoulos [TPBF87] showed how to produce complex and visually realistic animations, at a high computational price. Since then, a lot of work has been done to reduce the complexity using alternative material laws, spatial discretization, and time integration.

Our approach can be summarized as follows. We first build a high-resolution voxelization of the geometrical object (if not already available). We then recursively merge the voxels up to an arbitrarily coarser mechanical resolution. The merged voxels are then used as hexahedral finite elements embedding the detailed geometrical shape and animated using fast implicit time integration. At each level, the mass and stiffness of a merged voxel are deduced from its eight children, automatically taking into account the non-uniform distribution of material. The objects can simultaneously include volumetric parts, surface parts such as wings or ears, and one-dimensional parts such as tails. The animation is robust against degenerate configurations such as element inversion. We believe that these features put together make our ap-
approach suitable for interactive virtual environments such as video games.

Our specific contributions are: the automatic voxelization of a surface model, the automatic tuning of the FEM parameters based on the distribution of material in each cell, and the robust animation of hexahedral elements.

The remainder of this paper is organized as follows. Related work is briefly discussed in section 2. In Section 3, we show how to construct the voxel mesh and embed the surface in the deformable voxels. In Section 4, we present a new method to apply fast dynamic FEM to the voxels and detail how to interact with the embedded surface. In Section 5, we explain how to tune the mass and stiffness of the voxels. We discuss results in Section 6 and conclude in Section 7.

2. Related Work

The complexity of the material laws have a high impact on computation time. The most simple viscoelastic law is the spring model [CEO93, BHW94]. However, it has been shown that it can not accurately model 3D elasticity, and recent work focus on 3D finite elements [Haut04].

Important gains in computation time have been obtained by replacing the complex Green-Lagrange rotationally invariant strain tensor by the product of a rotation with the linearized Cauchy strain tensor [MDM02, EK03, MG04]. This method is commonly referred as stiffness warping or co-rotational elements. Robustness in degenerate configurations such as flat or inverted elements has then been improved [ITF04, NPF05].

Spatial discretization directly impacts the number of degrees of freedom, and thus, the complexity of the system. Traditional FEM analysis requires an accurate mesh of the entire volume of the object. This is hardly applicable to visually pleasing detailed shapes. Moreover, most available computer graphics models are surface meshes, and it is hard to mesh the interior of such models with a controllable number of tetrahedra without creating nearly singular elements which result in unstable simulations, especially for small parts like the ears of the bunny or the tail of the mouse presented on the teaser. Moreover, it is difficult to animate surfaces (like clothes or dragon’s wings) using a volume mesh. Some approaches try to separate rendering detail from the mechanical properties. Then the mechanical simulation can be nevertheless interesting for them. It could be extended to more complex geometries, and generalized to non-hexahedral cells, like in [CGC02a]. Note that some approaches such as flat or inverted elements has then been improved [ITF04, NPF05].

The first step consists of a voxelization of the object. Starting from the bounding box of the object, an octree decomposition is employed up to a given fine maximal resolution (see Figure 1). Only non-empty cells are considered. To detect the inside/outside/boundary cells, the bounding box is inflated a little in order to ensure that its vertices and edges are outside the object (in our implementation, an arbitrary inflation of 1% is used). All the boundary cells contain surface points or intersect surface polygons. All the non-boundary cells on the borders are outside. This outside state is propagated to all their neighbours until a boundary cell is met.

Contrary to the traditional finite elements, in our approach, the volume mesh does not fit exactly the object, and all the nodes are not exactly under the surface, like in [CGC02b, CGC02a, MG04]. Some elements include the surface. Surface points are linearly interpolated within the cells. In the following, these cells are called bounding elements. The first step consists in building the mesh and computing the mechanical properties. Then the mechanical simulation can be performed. The global algorithm is presented in Algorithm 1.

Algorithm 1 PREPROCESSING

In: surface, Young modulus, Poisson ratio, max depth, mechanical depth
Out: elements, masses, stiffnesses, interpolation weights
Build the octree at maximal resolution
Detect boundary/outside/inside cells
Compute the mass and stiffness of the leaves
Pop up the mass and stiffness at desired mechanical level

3. Deformable Bounding Voxel

The first step consists of a voxelization of the object. Starting from the bounding box of the object, an octree decomposition is employed up to a given fine maximal resolution (see Figure 1). Only non-empty cells are considered. To detect the inside/outside/boundary cells, the bounding box is inflated a little in order to ensure that its vertices and edges are outside the object (in our implementation, an arbitrary inflation of 1% is used). All the boundary cells contain surface points or intersect surface polygons. All the non-boundary cells on the borders are outside. This outside state is propagated to all their neighbours until a boundary cell is met.

All others cells are inside. This algorithm (illustrated in Figure 2) works well for volumes without holes inside, but the animation can be nevertheless interesting for them. It could be extended to more complex geometries, and generalized to non-hexahedral cells, like in [CGC02a].
it also automatically handles open surfaces, seen as object boundaries and animated like non-full cells.

### 3.2. Embedding the Shape

In order to link the surface with bounding elements, surfaces vertices $u(p)$ are trilinearly interpolated using the eight values $u(q)$ defined at the nodes of the bounding element as illustrated in 2D in Figure 3:

$$u(p) = H u(q)$$  \hspace{1cm} (1)  

where the $(3 \times 24)$ interpolation matrix $H$ of the considering element is the concatenation of the influences of the element vertices on a given vertex:

$$H_i = \begin{bmatrix} h_i & 0 & 0 \\ 0 & h_i & 0 \\ 0 & 0 & h_i \end{bmatrix} , \ h_i(r,s,t) = \frac{1}{8} (1 \pm r)(1 \pm s)(1 \pm t)$$

To simplify the computations, the interpolations are done in natural coordinates in a local frame $(r,s,t) \in [-1,1]^3$. The Jacobian operator $J$ relating the world coordinates to the local coordinate is needed for consistency: $\frac{\partial h}{\partial x} = J \frac{\partial h}{\partial r}$.

In regular elements,

$$J = \begin{bmatrix} \frac{3}{\text{length}} & 0 & 0 \\ 0 & \frac{2}{\text{width}} & 0 \\ 0 & 0 & \frac{2}{\text{height}} \end{bmatrix}$$

Large triangles remain flat even if they belong to several deformable voxels, so they have to be splitted where they cross voxel faces.

### 4. Mechanical Animation

When the collection of cells is built, mechanical laws can be applied to bounding elements in order to animate cells and the interpolated shape.

### 4.1. Force Computation

The linear Finite Element Method on hexahedral elements is used to compute internal forces [Bat82]. In this paper, we consider only isotropic linear elastic materials. According to Hooke’s law, the material properties are only defined by the Young’s Modulus and the Poisson’s ratio. As explained in [MDM’02], a great advantage of the linear formulation is that all stiffness matrices can be precomputed, because they do not evolve too much during the animation.

Since the standard linear approach is inaccurate for large rotation of the elements, stiffness warping has to be employed.
to avoid artificial inflating. The main idea is to compute the forces in an element’s local rotated frame by decomposing the displacement into a rigid rotation combined with a deformation. The force applied by a deformed element to its sampling points is given then by

$$f = R^T K (Rx - x^0)$$

where $K$ is the stiffness matrix, $x$ and $x^0$ are the current and the initial positions, and matrix $R$, which encodes the rotation of a local frame with respect to its initial orientation, is updated at each frame.

Since the first approach proposed [MDM’02], several methods have been proposed to compute $R$. Methods using eigen-vectors and eigenvalues [EKS03, MG04, ITF04] give the smallest deformations for most accurate results. A significantly faster method has been proposed in [NPF05]. However, the latter introduces some vertex ordering-dependent anisotropy and the evaluated strain is a slightly higher. However, in our case, a perfect application of the laws of physics is not necessary that is why we prefer the speed of this approach than the accuracy. An another important point of this approach is its robustness in degenerate configurations such as flat or inverted elements. An elegant treatment has been presented in [ITF04] but it is not aimed at real-time applications. Using [NPF05], the inversion of an element is detected for free, and modeled as a high compression. Stability is maintained and the elements can recover their initial shape without visible artifact. This is the essential and the desired effect in the case of non-physical situations, which can occur in real applications.

We extend to hexahedra the method [NPF05] initially designed for tetrahedra. For each hexahedron, three arbitrary edges could be selected in order to extract the rotation the same way as done for a tetrahedra. However, it is preferable to involve all the vertices in the computation to obtain a rotation that results in smaller measured deformations. To do this, we compute the average of four edges in the three directions, as illustrated Figure 4. Extreme element twisting can result unrealistic stable configurations, however this is unlikely to occur when several elements are used, and it does not impact stability.

### 4.2. Time integration

The stable Euler implicit solver is employed to solve the ODE. The filtered conjugate gradient presented in [BW98] gives the advantage to not necessary need an assembling stiffness matrix, since it only requires a product matrix/vector. It is well adapted to the stiffness warping formulation for which the assembling matrix should vary at each time step because of rotations. It is possible to process the elements one after another. Implicit integration is very well-suited to our approach, where all elements are regular, with the same size. The corresponding equation system is well-conditioned and can be solved iteratively. As usual, a large number of iterations can be necessary to accurately model materials with high stiffness. However, a reduced number of iterations (near 5 to 10) is generally acceptable. This allows trade-offs between accuracy and computation speed.

#### 4.3. Boundary Conditions

Applying classic boundary conditions to the cell nodes is trivial but is not always sufficient. To directly manipulate the surface, or to accurately handle contact constraints, the boundary conditions must be applied to the surface, and dispatched over the lattice vertices.

**Penalty forces**

In case of penalty forces, forces $f(p)$ are applied to points of the surface. We dispatch these forces over the lattice vertices. The principle of virtual work implies that

$$f(q) = H^T f(p)$$

where $H$ is the interpolation matrix at point $p$.

**Hard constraints**

When a displacement is imposed at the surface, the corresponding lattice displacements have to be computed. We compute the smallest displacements of the control points in least-squares sense, as in direct manipulation of FFD [HHK92]. A displacement constraint is written $u(p) = c \leftrightarrow Hu(q) = c$ where $c$ the constraint value. When several constraints are applied, we build a system containing all constrained surface points $p$ and all influenced control points $q$. The resulting system can be solved using a pseudo-inverse of the assembled matrix $H$:

$$u(q) = H^+ c$$

with

$$H^+ = (H^T H)^{-1} H^T , \quad \text{dim}(p) \leq \text{dim}(q)$$

$$H^T = H^T (H H^T)^{-1} , \quad \text{dim}(p) > \text{dim}(q)$$

When there are more constraints than control points, the best compromise (in the least-square sense) is computed. Note that in the specific case of at most one constraint applied to each lattice vertex, $H^T H_j$ is a scalar, and the solution of the system is efficient.

---

(1) The Eurographics Association 2006.
5. Accurate Physical Parameters

To adapt the stiffness of a cell according to its content, it is necessary to refine the octree mesh more precisely than desired for the animation. The main idea is to pop up the information from fine cells to coarser cells.

5.1. Weighted Stiffness

In order to improve an approximation of the stiffness of an element, the amount of matter contained in a cell is taken into account, as a material stiffness factor:

\[ D_i = \alpha_i D \]

\( \alpha_i \) is the filling ratio of the mechanical cell \( c \) and \( D \) is the stress-strain matrix relating the material properties. The finest depth is considered close enough to the surface to choose a filling rate equal to 50\% for boundary cells. Inside cells have a filling ratio equal to 100\% and outside cells to 0\%. Using the octree hierarchy, these ratios are averaged until the desired mechanical level, such as \( \alpha_{parent} = \frac{1}{8} \sum \alpha_{child} \). Thus, almost empty cells are softer than full cells. Figure 5 shows the popping up of filling ratios, from the finest depth to the mechanical level.

\[ \sum_{i=0}^{7} \mathbf{L}_i^T \mathbf{K}_i \mathbf{L}_i \]

5.2. Weighted Masses

The given total mass of the object \( m_{total} \) is distributed to each cell. To do this, the masses of the finest leaves \( m_{leaf} \) are computed by subdividing the total mass by the number of leaves, taking into account the filling ratio.

\[ m_{leaf} = \frac{m_{total}}{2 \times \#\text{insideLeaves} + \#\text{boundaryLeaves}} \]

The factor 2 comes from the filling ratio, i.e., an internal cell is twice heavier, so \( m_{internal} = 2 \times m_{leaf} \) and \( m_{boundary} = m_{leaf} \). The masses are then summed up from the finest level to the mechanical level.

\[ \mathbf{M}_{parent} = \sum_{i=0}^{7} \mathbf{L}_i^T \mathbf{M} \mathbf{L}_i \]

\[ \mathbf{M}_{child} \]

5.3. Precomputed Non-Uniform Stiffness

Let us consider the child cells as interpolations of their parent cell. In this context, it is possible to deduce the stiffness influence of a child cell \( \mathbf{K}_{child} \) on its parent \( \mathbf{K}_{parent} \), and to deduce the stiffness of each parent cell based on its eight children. In this section, we take into account the distribution of the material over the child cells. Differences with the uniform stiffness are illustrated in Figure 6.

If only the large cells are considered, that returns to remove degrees of freedom to child nodes. To some extent child nodes are dependent from their parents and can be deduced as an interpolation (child nodes are constrained to stay “in the middle”). In this case, we can define eight matrices \( \mathbf{L}_{child} \) which represent the interpolated child nodes \( \mathbf{u}_{child} \) based on their parent cell nodes \( \mathbf{u}_{parent} \): \( \mathbf{u}_{child} = \mathbf{L}_{child} \mathbf{u}_{parent} \). Reciprocally, forces applied to child nodes can be popped up to the parent nodes using the transpose of the interpolation: \( \mathbf{f}_{parent} = \mathbf{L}_{child}^T \mathbf{f}_{child} \). However \( \mathbf{f}_{child} = \mathbf{K}_{child} \mathbf{u}_{child} \), so \( \mathbf{f}_{parent} = \mathbf{L}_{child}^T \mathbf{K}_{child} \mathbf{L}_{child} \mathbf{u}_{parent} \). Summing the influence of the eight children of a parent cell, we obtain:

\[ K_{child} = \sum_{i=0}^{7} L_i^T K_i L_i \]

\[ M_{parent} = \sum_{i=0}^{7} L_i^T M L_i \]

\[ M_{child} \]

6. Results

6.1. Non-Uniform Stiffness

Taking into account the contents of bounding elements improves animation quality without adding complexity. This allows us to perform plausible animations using a reduced number of elements. An extreme case is presented.
in Figure 7 where an object in form of ‘c’ is animated using one single boundary element. As expected, using a classical uniform stiffness, both parts of the object have the same properties, and the empty part is as stiff as the full part. Another example is presented Figure 8 for a more complex object. In contrast, using our precomputed non-uniform law, stiffness takes into account where the matter is, resulting in more realistic behaviors.

Table 1: Results.

<table>
<thead>
<tr>
<th>model</th>
<th>bunny</th>
<th>dino</th>
<th>fox</th>
<th>dragon</th>
</tr>
</thead>
<tbody>
<tr>
<td># points</td>
<td>453</td>
<td>2151</td>
<td>8564</td>
<td>21507</td>
</tr>
<tr>
<td># triangles</td>
<td>901</td>
<td>4299</td>
<td>16777</td>
<td>42391</td>
</tr>
<tr>
<td># elements</td>
<td>8</td>
<td>33</td>
<td>30</td>
<td>125</td>
</tr>
<tr>
<td># particles</td>
<td>27</td>
<td>87</td>
<td>79</td>
<td>292</td>
</tr>
<tr>
<td>resolution max</td>
<td>5</td>
<td>5</td>
<td>5</td>
<td>6</td>
</tr>
<tr>
<td>animated resolution</td>
<td>1</td>
<td>2</td>
<td>2</td>
<td>3</td>
</tr>
<tr>
<td>preprocess time (s)</td>
<td>1.5</td>
<td>2</td>
<td>3</td>
<td>7</td>
</tr>
<tr>
<td>animation time (ms)</td>
<td>1</td>
<td>2</td>
<td>3</td>
<td>7</td>
</tr>
<tr>
<td>update time (ms)</td>
<td>1</td>
<td>2</td>
<td>7</td>
<td>9</td>
</tr>
<tr>
<td>FPS</td>
<td>270</td>
<td>60</td>
<td>18</td>
<td>7</td>
</tr>
</tbody>
</table>

6.2. Performance

Table 1 gives results for several simulations that were run on a laptop Pentium M 2 GHz with 2 GB of RAM and a nVidia Quadro FX Go1400. Performances depend linearly on the numbers of surface points and the number of bounding elements since number of iterations is fixed. It is a great advantage, since it is possible to keep a fast frame rate even when a high detailed mesh is animated, by reducing the number of cells.

In our implementation, a large time is used to update surface vertices. It is possible to accelerate this by performing the interpolations on the GPU using a vertex shader. Preliminary results show that a very simple shader that only compute final interpolations for rendering, without reading back the results for collision management, accelerates the dragon animation by a factor of two.

6.3. Robustness

Thanks to the used Finite Element Method, our simulator is robust face to degenerated configuration (Figure 9).
6.4. Surfaces and Lines

An important contribution of our approach is to handle surfaces, like the dragon’s wings and T-shirt (Figure 10), as well as lines, the same way as volume. A nice feature of our method applied to this kind of objects is that their rest shape can be straightforwardly chosen as the most familiar form. For example, the T-shirt tends to recover the shape of a worn cloth.

Figure 10: Animate surfaces like volumes.

7. Conclusion

Our approach disconnects mechanical complexity from geometrical detail. The mechanical resolution is independent from the rendering model, allowing to adjust the mechanical precision in order to interactively animate very detailed objects. Additional data computed in a preprocessing stage (grid points, interpolation weights and stiffness matrices) allows to apply fast and robust finite element dynamics. It does not add complexity compared with traditional FEM.

Moreover, we have presented novel hexahedral elements with stiffness warping and robust to inversion.

A nice feature of our method is its ability to animate objects including both volumes (closed surfaces) and surfaces, since voxels can be built automatically inside the object and around the surfaces.

Our approach is adaptable to more classic finite element meshes, like tetrahedra. It only needs to build meshes at different scales and the interpolation schemes to convert from one level to the other, which is available in all subdivision schemes.

Currently, a linear interpolation of the surface inside cell is performed, which can introduce discontinuities of normals in case of large deformations. More continuous interpolation would be an improvement, for example by using Bernstein polynomials. Moreover, in order to improve computational speed, interpolation could be performed by the GPU using a vertex shader.

All our examples are limited to a single mechanical level, but the precomputed non-uniform stiffness idea could be extended to meshes with non-uniform resolution, such as deformable octrees.

References

Appendix A: Interpolation Matrices for Hexahedral Subdivision

The following presents the eight interpolation matrices $L_i$ that give values of child cells $c$ nodes from their parent cell nodes, according with indices presented in figure 11. They are very easy to compute. If $a_{ij}^{c}$ is the influence of the $i^{th}$ parent point on the $j^{th}$ point of its $p^{th}$ child, then

$$ L_i = \begin{bmatrix} a_{00} & \ldots & a_{07} \\ \vdots & \ddots & \vdots \\ a_{70} & \ldots & a_{77} \end{bmatrix} $$

[Figure 11: Indices.]

(©) The Eurographics Association 2006.


